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摘要：語音文件摘要容易受語音辨識錯誤的影響，進而導致在使用傳統文

字文件摘要方法時並無法正確地摘要出語音文件中重要文句。相對於文字

文件，語音文件在從事語音摘要時卻額外地提供了許多的資訊：諸如聲韻

特徵(Prosodic Features)、聲學特徵(Acoustic Features)、語者(Speaker Roles)

或情感(Emotion)資訊等，都是從事語音文件摘要時可以善加利用的額外語

句特徵。本論文以特徵(Features)、模型(Models)與應用(Applications)等三

個不同構面進行語音文件摘要之研究。在特徵層面，我們探討如何使用不

同的詞圖結構表示語音辨識候選詞序列(Recognition Hypotheses)，進而解

決傳統因為只利用單一最佳辨識詞序列(1-Best)所造成的辨識錯誤影響。在

模型方面，我們基於 Kullback-Leibler (KL) 散度測量(Divergence Measure)

方法提出了一個非監督式(Unsupervised)的摘要模型，此摘要模型允許利用

文字以外的資訊線索增進散度測量正確性，進而減緩因為語音辨識錯誤所

造成的問題。同時，針對監督式(Supervised)的摘要模型，我們提出了三種

不同的訓練準則進行摘要模型訓練，以解決訓練資料不平衡(Imbalanced 

Data)所導致的負面影響。架構在此二類不同的摘要模型之上，我們進而提

出了一個風險感知(Risk-Aware)的摘要架構，此架構透過監督式與非監督

式摘要模型的結合，不僅能保有其各自的優點更進而克服各自方法的侷限。

我們亦導入了不同的減損函式(Loss Function)，以便考量語句-語句或者是

文章-語句間的冗餘性與連貫性關係。對於應用層面，我們探討如何將摘要

技術整合至資訊檢索技術上。本論文所提出之方法均實驗在廣播新聞語料，

實驗結果亦證明本論文所提出之方法可大幅地改善現有摘要方法的效

能。 

關鍵字：語音摘要、散度測量、訓練資料不平衡、風險感知、資訊檢索 
 

 





Abstract: Speech summarization is inevitably faced with the problem of incor-

rect information caused by recognition errors. However, it also presents oppor-

tunities that do not exist for text summarization; for example, information cues

from prosodic analysis including speaker emotions can help the determination of

importance and structure of spoken documents. In this dissertation, we discuss the

problem of speech summarization from three aspects: features, models and applica-

tions. For the feature aspect, we investigate various ways to robustly represent the

recognition hypotheses of spoken documents beyond the top scoring ones to allevi-

ate negative e�ects caused by speech recognition errors. For the model aspect, an

unsupervised Kullback-Leibler (KL) divergence based summarization method which

has the capability to accommodate more information cues to alleviate the problem

caused by speech recognition errors is presented. We also investigate three disparate

training criteria to train a supervised summarizer in a preference-sensitive manner,

to overcome the problem of imbalanced data existing in speech summarization.

Building on these methods, we propose a risk-aware summarization framework that

naturally combines supervised and unsupervised summarization models to inherit

their individual merits as well as to overcome their inherent limitations. Various

loss functions and modeling paradigms are introduced, providing a principled way

to render the redundancy and coherence relationships among sentences and be-

tween sentences and the whole document, respectively. For the application aspect,

we demonstrate the possibility of integrating summarization techniques into infor-

mation retrieval tasks. Experimental results on the broadcast news summarization

task suggest that our proposed methods can give substantial improvements over

conventional summarization methods.

Keywords: Speech Summarization, Kullback-Leibler (KL) divergence, Imbal-

anced Data, Risk-Aware, Information Retrieval
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Chapter 1

Introduction

1.1 Motivation

In the current era of Internet expansion, there is a need for research into technologies

which help manage textual information and multimedia content. Automatic sum-

marization, which helps users to quickly digest the important information conveyed

by either a single or a cluster of documents, is indispensable in dealing with the

problem of information overload (Mani and Maybury, 1999; Lee and Chen, 2005;

Chelba et al., 2008).

Investigation into text summarization dates back to the late 1950s (Luhn, 1958)

and has continued to be the subject of much research (Mani and Maybury, 1999).

Typically, a summary can be either abstractive or extractive. In abstractive summa-

rization, a �uent and concise abstract that re�ects the key concepts of a document

(or set of documents) will be provided, whereas in extractive summarization the sum-

mary is essentially formed by selecting salient units (such as sentences, passages, or

paragraphs) from the original document. The former requires highly sophisticated

natural language processing techniques, including semantic representation and infer-

ence, as well as natural language generation; this would make abstractive approaches

di�cult to extend from constrained domains to general domains, or replicate. Thus,

researchers have tended to focus on extractive summarization in recent years. In

addition to being de�ned as extractive or abstractive, a summary may also be char-

acterized in terms of the way in which it is generated, e.g., generic or query-oriented

summarization, single-document or multi-document summarization, and so forth

(Mani and Maybury, 1999).

Speech is one of the most important sources for multimedia content due to its
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natural, expressive, �exible and economical nature as a form of human communica-

tion. Given the inherent sequential property of speech signals, much summarization

research now focuses on spoken documents (Lee and Chen, 2005; McKeown et al.,

2005). Similar to text summarization, speech summarization aims to distill salient

information and remove redundant information from documents, enabling users to

review the speech and quickly grasp its gist. An intuitive solution might be to tran-

scribe the spoken documents into text forms by using Automatic Speech Recognition

(ASR) techniques, and then apply well-established text summarization methods to

produce the �nal summaries. However, as will be seen in the next sub-section, such

a straightforward approach may result in unsatisfactory performance due to intrinsic

or extrinsic di�erences between speech utterances and written texts. It is desirable

to develop a robust speech-oriented summarization method to tackle problems such

as speech recognition errors, problems with spontaneous speech, and lack of correct

sentence or paragraph boundaries (Lee and Chen, 2005; McKeown et al., 2005).

1.2 Research Issues

Extractive summarization methods generally fall into three broad categories: 1) ap-

proaches based on sentence structure or location information, 2) approaches based

on proximity or signi�cance measures, and 3) approaches based on sentence classi-

�cation. Although most of the techniques can be equally applied to both text and

speech summarization, the latter, in particular, presents unique di�culties. The

list below highlights some of challenges and opportunities in the current speech

summarization research.

• Compared to text documents which have explicit word, sentence and para-

graph boundaries, spoken documents usually lack such explicit structures (Os-

tendorf et al., 2008). Spoken documents are composed of a stream of signals

with none of these boundaries, and breaking them down into meaningful se-

mantic units (or summarization units) is a non-trivial task (Ostendorf et al.,

2008; Liu and Xie, 2008).



1.2. Research Issues 3

• With the advent of speech recognition technology, one may use ASR tech-

niques to transcribe the spoken documents into text form and then apply

conventional summarization techniques on the speech transcript to derive the

automatic summary. However, the resulting speech transcripts usually con-

tain many recognition errors (including insertion errors, deletion errors and

substitution errors). Poor recognition accuracy will undoubtedly hurt the

summarization quality, since cue words or cue phrases which usually describe

key concepts may not be correctly recognized and insertion errors may make

the sentences deviate from their original meanings (Lin et al., 2011; Liu et al.,

2010).

• The speech may contain a high rate of dis�uencies, such as words and sen-

tences that are cut o� mid-utterance, phrases that are restarted or repeated,

repeated syllables, grunts or unrecognizable utterances occurring as �llers,

and repaired utterances (Shriberg, 1999). These phenomena will not only

disrupt the normal course of the sentence but also bring in some extraneous

(or unrelated) information into sentences. This also makes summarization of

speech more challenging than that of written texts.

• Speech is an acoustically rich signal that provides considerable personal in-

formation about speakers. The extra information cues, such as speaking rate,

pause, stress, intonation, pitch, and so on, which do not exist in written texts,

might be helpful for the summarizer to identify topic shifts or acoustically sig-

ni�cant segments (McKeown et al., 2005; Maskey and Hirschberg, 2005; Lin

et al., 2009).

• Some studies cast the summarization task as a two-class (summary and non-

summary) sentence-classi�cation problem. However, the imbalanced-data (or

skewed-data) problem might strongly a�ect the performance of a summarizer,

since the summary sentences of a given training document usually form a small

proportion of the total. When training a summarizer on the basis of such an

imbalanced-data set, the resulting summarizer tends to assign sentences of

the document to be summarized to the majority class (i.e., the class of non-
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summary sentences) and thus degrade the summarization performance (Xie

and Liu, 2010).

• Another potential drawback of classi�cation-based summarization methods is

that the higher sentence classi�cation accuracy does not always mean bet-

ter summarization quality. This is mainly because the summarizer is usually

trained or classi�ed by each sentence individually (on a bag-of-sentences as-

sumption) with little consideration of relationships among the sentences of

the document to be summarized (Lin et al., 2009).

• Most existing extractive summarization methods select the summary sen-

tences in an iterative manner (i.e., select one summary sentence on each iter-

ation) until the aggregated summary reaches a prede�ned target summariza-

tion ratio. Such an iterative (or greedy) selection procedure may result in a

suboptimal performance of summary sentence selection, for the following two

reasons. First, a summary sentence is selected independently without con-

sidering the redundant information that might be contained in the already

selected summary sentences. Second, the information carried by a verbose

summary sentence would sometimes be more succinctly rendered by one or

more other concise (or short) sentences which cover more topics of interest

(McDonald, 2007).

There are also many other issues, such as text normalization, overlapping speech

or noise robustness, that need to be properly addressed. One may refer to Liu and

Hakkani-Tur (2011) for a more detailed discussion (Liu and Hakkani-Tur, 2011).

We wish to take up the above mentioned challenges and opportunities and build

a more robust speech-oriented summarization system. Such a system might be use-

ful for many other Natural Language Processing (NLP) applications. For example,

we could use summarization techniques to improve the informativeness of verbose

queries, which may contain some extraneous terms (or o�-topic information), for

Spoken Document Retrieval (SDR) tasks. Moreover, it might also be helpful for

users to review spoken documents (such as voice mail, broadcast news, lecture,
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Figure 1.1: An overview of the contribution of this thesis

meeting recordings or audio archives) and grasp the main points quickly and e�-

ciently.

1.3 Contributions

This dissertation presents a thorough investigation on the issues of speech summa-

rization mentioned above. The main contributions of this dissertation are outlined

in Figure 1.1. First, we utilize word recognition lattices to provide more alternative

recognition hypotheses to tolerate recognition errors resulting from imperfect ASR

systems. A word lattice is usually exploited to serve as an intermediate represen-

tation of the ASR output. It is a connected, directed acyclic graph where each

arc includes a word hypothesis along with the corresponding posterior probability

(combining acoustic and language model scores) as well as time alignment informa-

tion. The word lattice provides a rich set of alternative recognition hypotheses, and

each path from the start node to the exit node stands for one hypothesis of spoken
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word sequences. However, simply increasing the recognition hypotheses by using

word lattices would not only provide more competing information, but also bring

the risk of biasing the true theme embedded in spoken sentences (or documents).

Therefore, the pruning procedure plays a very important role during the practi-

cal implementation. We thus explore two di�erent types of structures, namely the

Confusion Network (CN) (Mangu et al., 2000) and the Position Speci�c Posterior

Lattice (PSPL) (Chelba et al., 2007), as the intermediate representation of the ASR

output to robustly represent the recognition hypotheses of spoken documents since

the pruning procedure of word hypotheses is quite straightforward and e�cient on

these two compact representations.

Second, we propose a novel unsupervised summarizer, building on the KL-

divergence measure, for assessing the relationship between the sentences of a doc-

ument to be summarized and the document itself from a rigorous information-

theoretic perspective. The KL-divergence measure has the merit of being able to

accommodate the extra information cues to improve the reliability of relevance mea-

surement in a systematic way.

Third, we investigate di�erent training criteria for training the supervised sum-

marizer to mitigate the problem caused by data imbalance. We also present a uni�ed

learning-to-rank framework to train the summarization models in a discriminative

manner. Two instantiations derived from this framework, namely, Maximum Rel-

evance Estimation (MRE) and Minimum Ranking Loss Estimation (MRLE), are

introduced as well, for training the summarization models. The basic idea is to

optimize the summarization model by formulating some rank-sensitive objective

functions in a principled way, penalizing the model parameters that are liable to

generate incorrect (or competing) hypotheses.

Fourth, we formulate extractive summarization as a risk minimization problem

and propose a uni�ed probabilistic framework that naturally combines supervised

and unsupervised summarizers to inherit their individual merits as well as to over-

come their inherent limitations. In addition, the introduction of various loss func-

tions provides the summarization framework with a �exible but systematic way

to render the redundancy and coherence relationships among sentences and be-
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tween sentences and the whole document, respectively. Moreover, two alternative

summary-sentence selection strategies, namely, the sentence-wise strategy and the

list-wise strategy, deduced from such a framework, are presented as well.

Fifth, we propose two query reduction methods, which integrate extractive sum-

marization techniques into the retrieval process to improve the informativeness of

verbose queries for spoken document retrieval. We treat the reduction of a verbose

query as a summarization task where a set of informative sentences (or terms) are

selected from the original query exemplar, hypothesizing that the selected sentences

(or terms) can succinctly re�ect the main theme of the original query and thus make

a positive contribution to the following retrieval process. Furthermore, we also

implement an automatic lecture browser system by integrating automatic speech

recognition, speech summarization and spoken document retrieval techniques.

1.4 Outline of the Dissertation

This dissertation is composed of eight chapters. This chapter outlines the content

of this dissertation and introduces some challenges faced in the current speech sum-

marization research. The rest of this dissertation is organized as follows:

• Chapter 2: We provide an overview of the state-of-the-art approaches to

both text and speech summarization. Evaluation metrics employed in the

assessment of summarization performance are also introduced.

• Chapter 3: We describe the speech and text corpora used in this dissertation,

followed by a description of the data annotation process and detailed statis-

tical information about the corpus. Finally, we present some of the baseline

experiments.

• Chapter 4: We explore the use of two di�erent types of structures to robustly

represent the recognition hypotheses of spoken documents, including the con-

fusion network and the position speci�c posterior lattice. Furthermore, a

novel unsupervised summarization method, building on the Kullback-Leibler
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(KL) divergence measure and discovering both the relevance and topical in-

formation cues of spoken documents and sentences, is presented to work with

robust representations of recognition hypotheses.

• Chapter 5: We present an empirical investigation of the merits of three

di�erent training criteria, minimizing negative e�ects caused by imbalanced

data, as well as boosting summarization performance. One approach learns

the classi�cation capability of a summarizer on the basis of the pair-wise or-

dering information of sentences in a training document, according to degree of

relevance. The other approach trains the summarizer by directly maximizing

the evaluation metric. We also demonstrate how to train the summarization

models in a discriminative manner. Two di�erent training criteria, namely,

Maximum Relevance Estimation (MRE) and Minimum Ranking Loss Esti-

mation (MRLE), are introduced and analytically compared.

• Chapter 6: We present a risk-aware modeling framework derived from Bayes

decision theory for speech summarization. This framework not only naturally

accommodates di�erent modeling paradigms, but also provides a systematic

mechanism for rendering signi�cance, relevance and redundancy relationships

among sentences and between sentences and the whole document, respec-

tively. We also illustrate how the proposed framework uni�es several existing

summarization methods.

• Chapter 7: We show how to integrate summarization techniques into the

retrieval process, to improve the informativeness of verbose queries for SDR.

• Chapter 8: We conclude the dissertation and discuss possible avenues for

future work.



Chapter 2

Related Work

In this chapter, we provide a survey of the literature on the automatic summariza-

tion research (including both text and speech summarization). We �rst present an

overview of the research spectrum of automatic summarization, and then we review

major work up to date. Finally, the chapter ends with an introduction of evaluation

metrics used for the assessment of summarization performance.

2.1 Research Spectrum of Automatic Summarization

In general, the research spectrum of automatic summarization lies in the following

four aspects, namely, 1) input sources, 2) summary types, 3) purposes and , 4)

summarization methods (Mani and Maybury, 1999).

• Input Source: A summary can be produced from a single document (single-

document summarization) or multiple documents (multi-document summa-

rization). For the latter case, information redundancy (Carbonell and Gold-

stein, 1998) and event causality (or ordering) (Kuo and Chen, 2008) are the

two main issues concerned, since the information is gathered from several

documents.

• Summary Types: According to the style of a summary, a summary can be

informative, indicative or critical. An informative summary is a condensed

presentation which describes the main topic of the original document(s). It

usually acts as a surrogate for the original document(s). On the other hand, an

indicative summary outlines the topic or subject of the original document(s)

but does not convey the detailed information of the original document(s).
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Figure 2.1: Research spectrum of automatic summarization

Apart from above two generally summary types, research on critical summa-

rizes, which provide judgement (either positive and negative) on the input

document(s), have also started to inspire substantial research interest (Galley

et al., 2004).

• Purpose: A summary can be either generic or query-oriented. In generic

summarization, each summary provides a general point of view of the origi-

nal document(s) without regarding to any speci�c information need. Query-

oriented summarization, by contrast, is primarily concerned with producing a

concise summary that is related to some speci�c topic (or information need).

• Summarization Methods: Summarization methods can be classi�ed into

abstractive and extractive summarization. Abstractive summarization aims

to produce a �uent and concise abstract of a certain length that re�ects the

key concepts of the original document(s) while extractive summarization tries

to compose a summary by selecting target units (such as sentences, passages,

or paragraphs) from the original document(s) according to a predetermined

target summarization ratio.
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Figure 2.1 graphically highlights the above de�nitions. In this dissertation, we

focus exclusively on informative, generic, extractive summarization of single docu-

ment which forms the building block for many other summarization tasks.

2.2 Brief History of Automatic Text Summarization

Early development in text summarization dates back to research e�orts in the 1950s

by pioneers such as Hans Peter Luhn and Phyllis Baxendale. In 1958, Luhn pro-

posed using word frequencies to identify the signi�cance level of each sentence in a

document. All sentences are ranked in order of their signi�cance levels and the top

ranked sentences are then extracted as the automatic summary (Luhn, 1958). In

the same year, Baxendale also demonstrated the utility of using sentence position

information by manually examining 200 individual paragraphs (Baxendale, 1958).

He found that more than 92% of topic sentences (or salient parts of documents)

appear at the beginning or end parts of texts. A decade later, Edmundson pro-

posed two additional features: cue phrases and title features (Edmundson, 1968).

Cue phrases, such as �signi�cantly,� �hardly� or �in conclusion,� indicate that neigh-

boring sentences might be important sentences. The idea of title features, is that

a sentence containing many of the words present in the title words is likely to be

a salient sentence. Furthermore, he also proposed using a linear combination of

these all four features (Luhn's, Baxendale's and his own) to score each sentence,

then selecting a few representative sentences with very high scores. These three pi-

oneering works have exerted considerable in�uence in the research community and

established the basis for future research.

A brief history of automatic text summarization is graphically depicted in Figure

2.2. 1 Throughout the 1960s and 1970s, research focused on developing linguistic

related evidence, such as co-occurrence statistics, logical relations or syntactic rela-

tions, to determine salient sentences. In the 1980s, with increasing interest in arti�-

cial intelligence, researchers in that discipline were turning their attention to as the

1The �gure is adapted from that presented by Mark T. Maybury and Inderjeet Mani at

ACL2001.
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Figure 2.2: A brief history of text summarization

application of logic and production rules, and semantic networks, to text summa-

rization. In the 1990s, following the success of statistical approaches in other natural

language processing applications, there was an increasing amount of work on further

exploring statistical techniques in text summarization. In 1997, the �rst workshop

on intelligent and scalable text summarization was held in conjunction with the

joint conference of the 35th Annual Meeting of the Association for Computational

Linguistics (ACL) and the 8th European Chapter of the ACL. In 1998, the Na-

tional Institute of Standards and Technology (NIST) launched the TIPSTER Text

Summarization Evaluation (SUMMAC) which was the �rst large-scale, developer-

independent evaluation of automatic text summarization systems. In 1999, the �rst

book-length collection of in�uential papers and contemporary research in text sum-

marization, edited by Inderjeet Mani and Mark T. Maybury, was published (Mani

and Maybury, 1999). Two years later, Inderjeet Mani published another book,

providing a more systematic and comprehensive introduction to this research �eld

(Mani, 2000). To date, the research into automatic text summarization has enjoyed

steady and continuous growth.
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2.3 Text Summarization

Text summarization research can be roughly divided into two main approaches:

linguistic-driven and statistical machine-learning. Since the approaches proposed in

this dissertation are based on statistical machine-learning techniques, we limit the

scope of the review on text summarization methods based on that approach. It is

also worth noting that the methods described below are not meant to be a compre-

hensive review, but instead relate to the remaining chapters of the dissertation. The

research spectrum of statistical machine-learning approaches for automatic text sum-

marization can be further divided into two sub-categories: supervised approaches

and unsupervised approaches (Lin et al., 2009). Each has its own advantages and

strengths, but also its weaknesses and limits. It is hard to judge which research

approach is the most appropriate to text summarization.

2.3.1 Supervised Summarizer

In supervised machine learning approaches, the summarization task is usually stated

as a two-class (summary and non-summary) sentence-classi�cation problem (Kupiec

and Chen, 1999): Each sentence Si in a document to be summarized is character-

ized by a set of J representative features xi = {xi1, · · · , xij , · · · , xiJ} and then the

corresponding feature vector xi is taken as the input to the classi�er. If the output

belongs to the summary class, it will be selected as part of the summary; otherwise,

it will be excluded. More speci�cally, the problem can be formulated as follows:

Construct a sentence ranking model that assigns a classi�cation score (or a poste-

rior probability) of being in the summary class S to each sentence of a document to

be summarized; important sentences are subsequently ranked and selected accord-

ing to these scores. To this end, several popular methods could be utilized. For

example, one may use a Bayesian Classi�er (BC) (Kupiec and Chen, 1999) to esti-

mate the importance of each sentence in a document. BC is a simple but e�ective

probabilistic classi�er based on Bayes' theorem. It has been extensively veri�ed in a

variety of complex real-world situations and has been shown to produce good results

(Duda et al., 2000). The posterior probability of a sentence Si being included in the
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summary class S given the feature set xi can be computed as follows (Kupiec and

Chen, 1999):

P (Si ∈ S|xi) =
P (xi|Si ∈ S)× P (Si ∈ S)

P (xi)

=
P (xi|Si ∈ S)× P (Si ∈ S)

P (xi|Si ∈ S)× P (Si ∈ S) + P (xi|Si ∈ S̃)× P (Si ∈ S̃)
,(2.1)

where P (xi|Si ∈ S) and P (xi|Si ∈ S̃) are the likelihoods that xi is being generated

by the summary class S and the non-summary class S̃, respectively.

Another popular example is using the Support Vector Machine(SVM). The con-

cept of SVM is based on the principle of Structural Risk Minimization (SRM) in

statistical learning theory (Vapnik, 1998). If a dataset is linearly separable, SVM

attempts to �nd an optimal hyper-plane by utilizing a decision function that can

correctly separate the positive and negative samples, and ensure that the margin

is maximal. In a non-linearly separable case, SVM uses kernel functions or de�nes

slack variables to transform the problem into a linear discrimination problem. The

posterior probability of a sentence Si being included in the summary class can be

approximated by the following sigmoid operation (Lin et al., 2003):

P (Si ∈ S|xi) ≈
1

1 + exp(α× g(xi) + β)
, (2.2)

where the weights α and β are estimated from the development set by minimizing

a negative log-likelihood function, and g(xi) is the decision value of xi provided by

the SVM classi�er.

Although BC and SVM have proved e�ective for many classi�cation problems,

a major shortcoming of them is that most of them usually implicitly assume that

instances are independent of each other (or the so-called �bag-of-sentences� assump-

tion) when applied in speech summarization. More precisely, the BC and SVM

summarizers classify each sentences individually without leveraging the dependence

relationships among the sentences or the global structure of the document. The

Conditional Random Field (CRF) model (La�erty et al., 2001), on the other hand,

can e�ectively capture the dependent relationships among sentences. It is an undi-

rected discriminative graphical model that combines the advantages of the Max-

imum Entropy Markov Model (MEMM) and the Hidden Markov Model (HMM).
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The probability of a state sequence Y = {y1, · · · , yi, · · · , yI} globally conditioned

on the entire instance (or sentence) sequence X = {x1, · · · ,xi, · · · ,xI} is computed

by (La�erty et al., 2001):

p(Y|X,Λ) =
1

Z(X)
exp(

I∑
i=1

∑
k

λkfk(yi,xi)) (2.3)

where each yi can be a summary or non-summary state; Z(X) is a normalization

factor computed by summing all possible state sequences to ensure that the sum-

mation of the probabilities of all state sequences is equal to one; I is the number

of sentences in a document D; fk(yi,xi) is a function that measures a feature re-

lating the state yi for sentence Si and the input xi; and λk is the weight of each

feature function learned from the development set. Then, the posterior probability

of each sentence Si (a summary sentence given the whole sentence sequence) can be

obtained by applying the forward-backward algorithm.

In addition to the above mentioned classi�ers, several popular machine learning

methods could be also utilized, such as, Gaussian Mixture Model (GMM) (Murray

et al., 2005), Hidden Markov Model (HMM) (Conroy and O'leary, 2001), Maximum

Entropy (ME) (Ferrier, 2001), to name a few. In general, they usually require a

training set, comprised of several documents and their corresponding handcrafted

summaries (or labeled data), to train the classi�ers. However, manual labeling is

expensive in terms of time and personnel. Moreover, such summarizers tend to limit

their generalization capability and might not be readily applicable for new tasks or

domains.

2.3.2 Unsupervised Summarizer

The related work conducted with unsupervised machine learning approaches usually

relies on some heuristic rules or statistical evidences between each sentence and the

document without recourse to the manually labeled training data. Most previous

studies conducted along this line have their roots in the concept of sentence centrality

(Gong and Liu, 2001). Put simply, sentences more similar to others are deemed more

salient to the main theme of the document; such sentences thus will be selected

as part of the summary. For example, the Vector Space Model (VSM) approach
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represents each sentence of a document and the document itself in vector space

(i.e., si and d) where each dimension speci�es a weighted statistic, e.g., the product

of the Term Frequency (TF) and the Inverse Document Frequency (IDF) scores,

associated with an indexing term (or word) in the sentence (or document). The

sentences with the highest relevance scores are included in the summary (Gong and

Liu, 2001). The relevance score between each sentence Si and the document D is

de�ned as the cosine measure of two vectors:

sim(Si, D) =
si · d
|si| × |d|

. (2.4)

A natural extension is to represent each document or each sentence vector in a

latent semantic space by performing Singular Value Decomposition (SVD), instead

of simply using the literal term information as done by VSM (Lee and Chen, 2005).

In another approach, graph-based methods, such as TextRank (Mihalcea and

Tarau, 2005) and LexRank (Erkan and Radev, 2004), conceptualize the document

to be summarized as a network of sentences, where each node represents a sentence

and the associated weight of each link represents the lexical or topical similarity

relationship between a pair of nodes. After constructing the conceptualized network,

a graph-based centrality algorithm (Erkan and Radev, 2004) is then applied to obtain

an importance score for each sentence Si. The network actually can be viewed as

a Markov chain in which the states are the sentences and the corresponding state

transition distribution is given by a similarity matrix M. Then, the importance of

each sentence can be derived by the following equation:

p = [dU+ (1− d)M]p (2.5)

where d is a damping factor and U is a square matrix with all its elements being

equal to the reciprocal of the sentence number; p is the stationary distribution vec-

tor of the Markov chain. Since this type of Markov chain meets the irreducible and

aperiodic property, we can simply use the power method to estimate the correspond-

ing stationary distribution (Erkan and Radev, 2004). In other words, solving (2.5) is

equivalent to �nding the eigenvector centrality of the network. Document summa-

rization thus relies on the global structural information conveyed by a conceptualized

network, rather than merely considering the local features of each sentence.
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More recently, Integer Linear Programming (ILP) based summarization methods

have gained considerable attention since they, to some extent, solve the sub-optimal

summary sentences selection problem. ILP is developed for the constrained opti-

mization problem, where both the cost function and constraint are linear in a set

of integer variables. In the ILP method, the extractive summarization task is for-

mulated as a maximum convergence problem which is subjected to a set of de�ned

objective functions and summary-length constraint (McDonald, 2007; Gillick et al.,

2009). For example, McDonald et al. (2007) formulate the extractive summarization

problem as:

maximize
∑
i

αiRelevance(i)−
∑
i<j

βijRedundancy(i, j)

subject to (1) αi, βij ∈ 0, 1

(2)
∑
i

αil(i) ≤ K

(3) βij − αi ≤ 0

(4) βij − αj ≤ 0

(5) αi + αj − βij ≤ 1 (2.6)

where Relevance(i) is the relevance degree of sentence Si to the entire document

and Redundancy(i, j) is de�ned as the similarity between sentence pairs Si and Sj ;

αi and βij are two indicator variables, which are 1 when the sentence Si or sentence

pairs Si and Sj are included in a summary; l(i) is the length of sentence Si and K

is the desired summary length.

However, due to the lack of document-summary reference pairs, the performance

of unsupervised summarizers is usually worse than that of supervised summarizers,

but their domain independence and ease of implementation still make them attrac-

tive. Moreover, most of the unsupervised summarizers are usually constructed solely

on the basis of lexical information without considering other sources of information

(Lin et al., 2009).
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Figure 2.3: Extractive speech summarization �owchart

2.4 Speeh Summarization

With the maturity of text summarization and the increasing amount of audio data

available, the research e�ort has been extended to speech summarization (McKeown

et al., 2005) and several speech genres have been explored, such as summarization of

broadcast news (Maskey and Hirschberg, 2005; Christensen et al., 2008; Chen et al.,

2009), summarization of meetings (Murray et al., 2005; Galley, 2006; Liu and Xie,

2008), summarization of lectures (Zhang et al., 2007b) or voicemail summarization

(Koumpis and Renals, 2000). In the early 90s, in parallel to the signi�cant improve-

ment of speech recognition performance, researchers became increasingly interested

in the task of automatically summarizing speech data (Chen and Withgott, 1992;

Rohlicek et al., 1992). As the �owchart in Figure 2.3 shows, a typical speech summa-

rization system consists of four stages: 1) pre-processing stage, 2) feature extraction

stage, 3) summarization stage and 4) post-processing stage, and each stage contains

several operations.

• Pre-processing stage: This stage involves several speech techniques. Given

an input stream of speech signal, the �rst step is using speech detection tech-
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niques to determine voiced and unvoiced segments. Usually, the unvoiced

segments can be ignored since they do not contain any semantic informa-

tion. For voiced segments, we may use speaker identi�cation techniques to

identify speaker role and use speech recognition techniques to transcribe the

speech segment into text forms. Furthermore, due to the lack of segmentation

or punctuation information in the speech transcripts, one may use sentence

boundary detection techniques and choose appropriate summarization units

for further processing.

• Feature extraction stage: As mentioned earlier, speech is an acoustically

and semantically rich signal; therefore, a variety of features have been ex-

ploited to characterize a spoken utterance. Broadly speaking, there are four

types of features that have been widely investigated in speech summariza-

tion research (Galley, 2006; Zhang et al., 2007a; Penn and Zhu, 2008; Lin

et al., 2009): i) lexical features - a summary sentence might have several pro-

nouns or named entities, fewer stop words, a higher language model score,

and a longer sentence length. However, these features are subject to speech

recognition errors; ii) acoustic features - the acoustic or prosodic cues, such

as speech intensity, speaking rate, energy and pitch level, might be helpful

for identifying potential salient sentences. These features also make an im-

portant distinction between text summarization and speech summarization.

As will soon be seen, acoustic features normally are immune to imperfect

speech recognition results; iii) relevance features - the feature is designed to

capture the relevance of a sentence to the whole document, such as similarity

or centrality of a sentence, and in some sense closely resembles unsupervised

machine learning approaches; and iv) structural features - some speech genres

like broadcast news or lectures normally exhibit typical structures and the

summary sentences tend to appear in speci�c parts of a spoken document;

hence, the sentence position information, speaker role and segmentation type

might be useful.

• Summarization stage: In addition to directly adopting text summarization
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techniques on speech transcripts, there have been many other attempts try

to develop a new summarization method that is more applicable to speech

summarization. For example, Hori et al. integrated speech recognition, para-

phrasing and sentence compaction into a single Weighted Finite State Trans-

ducer (WFST) which enables the decoder to employ all the knowledge sources

in a one-pass search strategy and thus reduces the negative e�ects caused by

speech recognition errors (Hori et al., 2003). Hirohata et al. computed the

sentence signi�cance score by linear combing a set of statistical features, such

as TF-IDF statistics, n-gram scores and con�dence score of recognized words

(Hirohata et al., 2006). On the other hand, Maskey and Hirschberg presented

an HMM-based method for summarizing speech documents without using

any type of speech transcripts, where hidden variables or states in the HMM

model represent whether a sentence is to be included in a summary or not,

and the acoustic/prosodic features are the observation vectors (Maskey and

Hirschberg, 2006).

• Post-processing stage: After obtaining summary sentences, one may em-

ploy sentence compaction methods to remove the spontaneous e�ects and

produce a condensed summary. Typically, summarization results can be pre-

sented in either text of speech form. Text allows users to quickly glance

through the summary; however, incorrect information due to speech recogni-

tion errors cannot be avoided. The prosodic information, such as the emotion

of speakers, embedded in the original spoken document also cannot be pre-

sented. Presentation by voice not only gets around the confounding e�ect of

speech recognition errors, but also retains all the acoustic information in the

original speech (Furui et al., 2004).

2.5 Evaluation Metrics

Evaluating a summary is a subjective issue, since there does not exist an ideal

summary for a given document or set of documents. Evaluation techniques can

generally be classi�ed as intrinsic and extrinsic. An intrinsic evaluation examines
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how well the summarizer performs compared to human experts. Usually, it can be

done by comparing the automatic summaries output from the summarizer to those

provided by human experts. However, intrinsic evaluation does not necessarily

re�ect the usefulness of the summarizer; this is what an extrinsic evaluation attempts

to do. For example, one can design some questions and ask human subjects after they

read the original document versus the corresponding summary to measure how useful

the automatic summary was (in terms of answering time or answer correctness).

Usually, extrinsic evaluation is more complicated and time consuming than intrinsic

evaluation, since it requires much human interactions.

Intrinsic evaluation can be further divided into two di�erent types: subjective

evaluation and objective evaluation. A subjective evaluation refers to personal satis-

faction with respect to readability, �uency or responsiveness of automatic summa-

rization results, while objective evaluation compares the similarity or the relevance

degree of automatic summary results to the reference summaries (or gold-standard

summaries). To avoid susceptibility to bias produced by personal opinions, the eval-

uation usually involves several assessors or multiple reference summaries. For the

subjective evaluation, the quality of summarization results is usually evaluated in

terms of readability, �uency responsiveness, ease of understanding and appropri-

ateness of automatic summarization results. For example, Hirohata et al. adopted

�ve-level grades: 1-very bad; 2-bad; 3-normal; 4-good; 5-very good to score an au-

tomatic summary (Hirohata et al., 2006). Wu et al. evaluated the summarization

results by using Mean Opinion Score (MOS). Not only the concatenation �uency

of summarized speech, but also the syntactic structure and the semantic relation-

ship of the summarized content are evaluated and the automatic summarization

results are scored from 0 (worst) to 10 (best) (Wu et al., 2007). On the other hand,

the commonly used evaluation metrics for objective evaluation include F-measures

(Mani and Maybury, 1999), ROUGE scores (Lin, 2004) and tjhe Pyramid method

(Nenkova et al., 2007). These are now described.

• F-measure: F-measure is a widely used evaluation metric in many NLP

applications. It measures how well (in terms of recall and precision) an auto-
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matic summarization system retains summary sentences of original documents

as compared to reference summaries. Recall is the fraction of the reference

summary sentences that are included in the automatic summary and preci-

sion is the fraction of automatic summary sentences that are founded in the

reference summaries. The F-measure is the harmonic mean of precision and

recall.

• ROUGE: Recall-Oriented Understudy for Gisting Evaluation (ROUGE)

evaluates the quality of the summarization by counting the number of overlap-

ping units, such as N -grams, longest common subsequences or skip-bigrams,

between the automatic summary and a set of reference summaries (Lin, 2004).

The ROUGE-N is an N -gram recall measure de�ned as follows

ROUGE−N =

∑
M∈SRef

∑
gramN∈MCountmatch(gramN )∑

M∈SRef

∑
gramN∈MCount(gramN )

, (2.7)

where N denotes the length of the N -gram;M is an individual reference (or

manual) summary; SRef is a set of reference summaries; Countmatch(gramN )

is the maximum number of N -grams co-occurring in the automatic summary

and the reference summary; and Count(gramN ) is the number of N -grams in

the reference summary. Broadly, the ROUGE-1 measure evaluates the infor-

mativeness of automatic summaries while the ROUGE-2 measure estimates

the �uency of automatic summaries. ROUGE-L does not reward for �xed-

length N -grams but instead for a combination of the maximal substrings of

words, which works well in general for evaluating both content and grammat-

icality. The variants of the ROUGE measure are evaluated by computing the

correlation coe�cient between ROUGE scores and human judgement scores,

while ROUGE-2 performs the best among the ROUGE-N variants.

• Pyramid Method: The method is concerned with the analysis of variations

in human summaries, as well as how evaluation results can be made less

dependent on the model used for evaluation (Nenkova et al., 2007). Multiple

reference summarizes are �rst manually analyzed to derive a gold standard

for evaluation. The analysis is semantically driven, in that information with
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the same meaning (even in di�erent wordings) is marked as expressing the

same Summary Content Units (SCUs). Each SCU is assigned a weight equal

to the number of human summarizers who have expressed the SCU in their

summaries. Then, the score for the automatic summary is assigned as a ratio

of the sum of the weights of its SCUs to the sum of the weights of an optimal

summary with the same number of SCUs. A drawback of this approach is

that it is very labor-intensive.

Other evaluation metrics that can be used include summarization accuracy (Hori

and Furui, 2001), relative utility (Radev and Tam, 2003), factoid-based evaluation

(Teufel and Halteren, 2004), weighted precision metric (Murray et al., 2006) and

information-theoretic evaluation (Lin et al., 2006).





Chapter 3

Experimental Setup

3.1 Speech and Text Corpora

The speech data set used in this dissertation is the MATBN corpus (Wang et al.,

2005). It contains 198 hours of Mandarin Chinese TV broadcast news collected by

Academia Sinica and the Public Television Service Foundation of Taiwan between

November 2001 and April 2003. The content has been segmented into separate

stories and transcribed manually. Each story contains the speech of one studio an-

chor, as well as several �eld reporters and interviewees. A subset of 205 broadcast

news documents (spoken documents that covered a wide range of topics) compiled

between November 2001 and August 2002 was reserved for the summarization ex-

periments. The �rst 100 spoken documents were taken as the development set,

which formed the basis for tuning the parameters or settings. The remaining spo-

ken documents were taken as the evaluation set; i.e., all the summarization ex-

periments conducted on it followed the same training (or parameter) settings and

model complexities, which were optimized based on the development set. Therefore,

the experiment results can validate the e�ectiveness of the proposed approaches on

comparable real-world data.

In addition, a large number of text news documents collected by the Central

News Agency (CNA) between 1991 and 2002 (the Chinese Gigaword Corpus released

by LDC) were also used. The documents collected in 2000 and 2001 were used

to train N -gram language models for speech recognition with the SRI Language

Modeling Toolkit (Stolcke, 2005). Moreover, a subset of about 14,000 text news

documents, collected during the same period as the broadcast news documents to

be summarized, was used for the purpose of a better estimation of the summarization
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model.

3.2 NTNU Recognizer

The front-end processing was conducted with the Heteroscedastic Linear Discrimi-

nant Analysis (HLDA)-based data-driven Mel-frequency feature extraction approach

(Kumar, 1997) and then processed by Maximum Likelihood Linear Transformation

(MLLT) for feature de-correlation (Saon et al., 2000). The dimension of the re-

sultant feature vectors was set to 39. In addition, utterance-based feature mean

subtraction and variance normalization were applied.

The acoustic models chosen in this dissertation for speech recognition were 112

right-context-dependent INITIALs and 38 context-independent FINALs. They were

selected considering the phonetic structure of Mandarin syllables. Here, INITIAL

means the initial consonant of a syllable and FINAL is the vowel (or diphthong)

part, which can optionally include a nasal ending. Each INITIAL is represented

by an HMM with 3 states, while each FINAL is represented with 4 states. The

Gaussian mixture number per state ranges from 2 to 128, depending on the quantity

of training data.

The recognition lexicon consisted of 67K words. A set of about 5K compound

words was automatically derived using forward and backward bigram statistics (Saon

and Padmanabhan, 2001) and added to the lexicon to form a new lexicon of 72K

words. The background language models used in this dissertation consist of trigram

and bigram models, which were estimated based on the ML criterion.

The speech recognizer was implemented with a left-to-right frame-synchronous

Viterbi tree-copy search as well as a lexical pre�x tree organization (Aubert, 2002).

For each speech frame, a beam pruning technique, which considered the decod-

ing scores of path hypotheses together with their corresponding uni-gram language

model look-ahead scores and syllable-level acoustic model look-ahead scores (Chen

et al., 2004a), was used to select the most promising path hypotheses. Moreover,

if the word hypotheses ending at each speech frame had scores higher than a pre-

de�ned threshold, their associated decoding information, such as the word start and
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Table 3.1: The statistical information of the broadcast news documents used for the

summarization experiments.

Development Set Evaluation Set

Recording Period November 07, 2001 -

January 22, 2002

January 23, 2002 -

August 22, 2002

Number of Documents 100 105

Avg. Duration per Document

(in sec.)

129.4 135.2

Avg. Number of Words per

Document

326 340

Avg. Number of Sentences

per Document

20 20

Avg. Character Error Rate 34.4% 35.3 %

end frames, the identities of current and predecessor words, and the acoustic score

were kept in order to build a word graph for further language model rescoring. We

used the word bigram language model in the tree search procedure and the trigram

language model in the word lattice rescoring procedure (Ortmanns et al., 1997).

The average Chinese Character Error Rate (CER) obtained for the 205 spoken doc-

uments was about 35%. Detailed statistics of the 205 spoken documents are outlined

in Table 3.1.

3.3 Summary Annotation

The summarization ratio, de�ned as the ratio of the number of words in the auto-

matic (or manual) summary to that in the reference transcript of a spoken document,

was set to 10% in this dissertation. Three subjects were instructed to create sum-

maries of the 205 spoken documents as the reference (gold-standard) summaries for

the summarization experiments. The summaries were generated by selecting 50%

of the most important sentences in the reference transcript of a spoken document,

and ranking them by importance without assigning a score to each sentence. Figure
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Figure 3.1: An example of reference transcript of a spoken document

3.1 and Table 3.2 show an example of manual transcribed spoken document and

its corresponding summary sentence ranked results with respect to three di�erent

annotators. Table 3.3 shows the levels of agreement (the Cohen's Kappa coe�cient

and various ROUGE measures) among the three subjects for summary sentence

ranking for the evaluation set. Cohen's Kappa coe�cient is a method for assessing

the degree of agreement between two annotators. The Cohen's Kappa coe�cient κ

is de�ned as:

κ =
Pr(a)− Pr(e)

1− Pr(e)
, (3.1)

where Pr(a) is the probability of the observed agreement among annotators and

Pr(e) is the hypothetical probability of chance agreement. A higher kappa value

means a higher agreement among annotators. For the ROUGE measure, we can �nd

that increasing the length of the automatic summary tends to increase the chance

of getting higher scores in the recall rate. However, it may not necessarily select the

right number of summary words in the sentence-based extractive summarization.

In order to avoid such a situation, all the experimental results reported in this

dissertation are obtained by calculating the F-scores of these ROUGE measures.
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Table 3.2: An example of summary sentence ranked results with respect to three

di�erent annotators.

Ranked Annotator1 Annotator2 Annotator3

1 Sentence 2 Sentence 2 Sentence2

2 Sentence 4 Sentence 5 Sentence 1

3 Sentence 5 Sentence 7 Sentence 8

4 Sentence 7 Sentence 8 Sentence 12

5 Sentence 8 Sentence 10 Sentence 4

6 Sentence 12 Sentence 11 Sentence 7

7 Sentence 13 Sentence 9 Sentence 11

8 Sentence 14 Sentence 12 Sentence 13

Table 3.3: The agreement among the subjects for important sentence ranking for

the evaluation set.

Kappa ROUGE-1 ROUGE-2 ROUGE-3

0.428 0.675 0.645 0.631

Each of these values was obtained by using the summary created by one of the three

subjects as the reference summary, in turn for each subject, while those of the other

two subjects as the test summaries, and then taking their average. Table 3.3 shows

that people do not always agree with each other in selecting the summary sentences

for representing a given document.

3.4 Features used for Supervised Summarizers

Several features derived from di�erent knowledge sources have been widely used in

supervised summarization approaches. In this dissertation, we de�ne a set of a set

of 191 features to characterize a spoken sentence, including Structural Features (St),
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Table 3.4: Structural features used by supervised summarizers.

Structural 1. Duration of the sentence

Feature 2. Position of the sentence

3. Speaker of the sentence

Lexical Features (Le), Acoustic Features (Ac) and the Relevance Features (Re). 2

3.4.1 Structural Features

The structural features (or surface features) are extracted from the structure of

document and its sentences. Four kinds of features, POSITION, DURATION and

SPEAKER_ROLE are considered. The intuition with respect to the importance

of a sentence stems from the following observations. The structure of a broad-

cast news story is usually rather regular, and may include an introductory remark,

event description and conclusion by the reporter. Obviously, text which e�ectively

summarizes the document is of course likely to appear in the introduction and con-

clusion. Therefore, if a spoken document contains k sentences, the position feature

of the j-th sentence in the document is de�ned as |j − (k/2)| which gives proximity

to the j-th sentence. The duration features of a sentence consist of the information

about the duration of the sentence itself. The idea is that the sentence is important

if its duration is within a certain range. Furthermore, a typical news story usually

contains one or more speakers, such as anchors, reporters and interviewees, and they

generally follow a fairly regular procedure of news reporting. A news story is usually

started by an anchor person giving an overview of the story and followed by the in-

teraction between reporters and interviewees. Hence, the speaker role may provide

some important cues for identifying the summary sentences. In this dissertation,

the speaker role of each sentence is detected by utilizing three Gaussian Mixture

Models (GMMs) where each GMM represent a speci�c speaker role. The structural

features are outlined in Table 3.4.

2The features used in this dissertation are di�erent from that used in our previously published

papers.
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3.4.2 Lexical Features

The lexical features (or content features) are content bearing, including

UNIGRAM_SCORE, NORMALIZED_UNIGRAM_SCORE, BIGRAM_SCORE,

NORMALIZED_BIGRAM_SCORE, TRIGRAM_SCORE, NORMALIZED_TRI-

GRAM_SCORE, NUM_NAME_ENTITIES, NUM_WORDS, and NUM_CHAR-

ACTERS. The language model scores (including unigram, bigram and trigram) are

used to estimate the importance of a sentence which is computed as the product

of the probabilities of words occurring in a sentence. In order to avoid the e�ect

of sentence length on the calculation, these three di�erent language model scores

(unigram, bigram and trigram scores) are further normalized by the sentence length

(number of words) and taken as additional features. The number of Named Entities

(NE) and the number of stop words in a sentence are also taken as predictors of

lexical cues. For example, a sentence containing many named entities and fewer

stop words might give an overview of the news story and, thus, is often included in

a summary. Similar to the idea of using the duration feature in structural features,

we calculate the number of words and characters in the sentence as another two

lexical features. The lexical features are outlined in Table 3.5.

3.4.3 Acoustic Features

In addition to lexical features, prosodic features have been studied intensively, and

proved e�ective in a variety of spoken language processing tasks, such as sentence

segmentation, dis�uency detection and dialogue act tagging. The availability of

these features is largely what makes text summarization and speech summarization

such very di�erent tasks. Prosodic features show how sounds are acoustically real-

ized, and can disambiguate a text transcription (e.g. question or statement), group

words into meaningful phrases or mark the importance of words or phrases. Maskey

and Hirschberg showed that using prosodic features alone can achieve quite good

summarization performance (Maskey and Hirschberg, 2005). In this dissertation,

we use an open source prosodic feature extraction toolkit (Huang et al., 2006) to

extract 169 prosodic features. These features are PITCH, FORMANT, ENERGY,
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Table 3.5: Lexical features used by supervised summarizers.

1. Unigram language model scores

2. Normalized unigram language model scores

3. Bigram language model scores

4. Normalized bigram language model scores

5. Trigram language model scores

Lexical 6. Normalized trigram language model scores

Feature 7. Number of named entities

8. Ratio of number of named entities to number of words

9. Number of stop words

10. Ratio of number of stop words to number of words

11. Number of words

12. Number of characters

13. Ratio of number of words to number of characters

Table 3.6: Relevance features used by supervised summarizers.

Relevance 1. LexRank feature

Feature 2. VSM feature

3. LM feature

and DURATION related prosodic features. For these prosodic features, the min-

imum, maximum, mean, and di�erence values of a spoken sentence are extracted

as well. The di�erence value is de�ned as the di�erence between the minimum and

maximum values of the spoken sentence.

3.4.4 Relevance Features

The relevance features used are LexRank, VSM and LSA, and are the relevance

scores of a sentence to the whole document obtained by using the LexRank (Erkan

and Radev, 2004), VSM (Gong and Liu, 2001) and LM (Chen et al., 2009) sum-
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marizers, respectively. However, in a sense they are still derived from the lexical

information. The reason to include these features is to mitigate the e�ects caused

by the �bag-of-sentences� assumption. The relevance features are outlined in Table

3.6. It should be also noted that each of the above features was further normalized

to zero mean and unit variance.

3.5 Baseline Experimental Results

3.5.1 Experiments on Supervised Summarizers

We �rst show the baseline performance of three widely-used supervised summariz-

ers: BC, SVM, and CRF, as discussed in Section 2.2.2, for speech summarization.

The corresponding results are shown in Table 3.7. It is worth mentioning that the

summary and non-summary class used in the BC summarizer were parametrized by

GMMs; the SVM summarizer was constructed by using the LIBSVM toolkit with

the Radial Basis Function (RBF) kernel (Chang and Lin, 2011); and the CRF sum-

marizer was implemented by a linear-chain CRF model. For evaluation, ROUGE

measures are essentially based on counting the number of overlapping units between

the automatic summary and the reference summary. The evaluation results based

on ROUGE, therefore, would be severely a�ected by speech recognition errors when

applying the various ROUGE measures to evaluate the performance of speech sum-

marization. In order to avoid this confounding e�ect, we assume that the resulting

summary sentences can also be presented in speech form (besides text form) so that

users can directly listen to the audio segments of the summary sentences to bypass

the problem caused by speech recognition errors. Then, we can align the ASR tran-

scripts of the summary sentences to their respective audio segments to obtain the

correct (manual) transcripts for evaluation. In this way, we can focus mainly on

evaluating the correctness of audio segments extracted from the spoken document

while reducing (or ignoring) the speech recognition errors e�ects. Therefore, all

the summarization results reported in the rest of this dissertation will follow this

pattern, unless otherwise stated. Table 3.7 illustrates that the discriminative sum-

marizers (i.e., SVM and CRF) signi�cantly outperform the generative summarizer
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Table 3.7: The baseline results achieved by supervised summarizers.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

BC 0.415 0.297 0.390

SVM 0.490 0.393 0.463

CRF 0.500 0.401 0.469

(i.e., BC). Moreover, the performance of CRF is slightly better than that of SVM.

This may be due to the reason that the CRF method has the advantage to model

relationships among sentences. To recap, the summarization performances obtained

by CRF are about 0.50, 0.40 and 0.47, respectively, for ROUGE-1, ROUGE-2 and

ROUGE-L measures.

In the next set of experiments, we examine the contributions that di�erent kinds

of features (cf. Section 3.4) make to the performance of a supervised summarizer.

We, here, take the SVM as the example summarizer and the corresponding results

are shown in Table 3.8, where the �rst four rows detail the summarization perfor-

mances obtained by the SVM summarizer trained with only one set of features.

Interestingly, the acoustic features (Ac) and the structural features (St) make more

substantial contributions to the summarization performance than the lexical features

(Le) and the relevance features (Re). This may be explained by the fact that the

erroneous speech recognition transcripts of spoken sentences would probably carry

wrong information and thus deviate somewhat from representing the true theme of

the spoken document. On the contrary, the acoustic features and the structural

features are immune to recognition errors. Moreover, the relevance features seem

more e�ective than the lexical features, as shown by the results in Table 3.8. This

phenomenon may highlight the importance of capturing the relevance of a sentence

to the whole document. To go a step further, we observe that the combination

of two or more kinds of features leads to a more consistent improvement (except

Le+Re) than that using the features separately. These results suggest the comple-
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Table 3.8: The summarization results achieved by SVM with di�erent features and

their combinations.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

Ac 0.347 0.233 0.325

Le 0.269 0.141 0.245

Re 0.319 0.186 0.292

St 0.414 0.302 0.389

Le+Re 0.303 0.168 0.278

Ac+Re 0.368 0.254 0.345

Ac+Le 0.371 0.254 0.345

Ac+St 0.471 0.372 0.444

St+Re 0.502 0.408 0.474

Ac+Le+St 0.485 0.388 0.459

Ac+Re+St 0.498 0.398 0.469

Ac+Le+Re+St 0.491 0.393 0.463

mentary properties of each feature sets. Furthermore, these results also suggest that

lexical cues are not the dominating predictors when recognition transcripts contain

speech recognition errors. Exploring more non-lexical features might be bene�cial

for speech summarization, especially when the speech recognition accuracy is not

perfect. Similar observations were also made by other research groups (Koumpis

and Renals, 2000; Maskey and Hirschberg, 2005; Zhang et al., 2007a).

As can be seen from Table 3.8, we found that structural features (especially the

positional information) play a dominant role in extractive speech summarization

of broadcast news. This may be because broadcast news stories normally exhibit

relatively regular structure and the summary sentences may appear in some speci�c,

predictable portions of a spoken document (e.g., in anchor speech). In order to

diminish this potential e�ect, we re-selected 20 spoken documents which were less
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Table 3.9: The summarization results achieved by SVM with di�erent features and

their combinations on the held-out evaluation set.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

Ac 0.352 0.223 0.310

Le 0.245 0.115 0.216

Re 0.319 0.151 0.265

St 0.316 0.173 0.253

Le+Re 0.306 0.161 0.258

St+Re 0.352 0.201 0.279

Ac+Re 0.365 0.223 0.316

Ac+Le 0.339 0.198 0.296

Ac+St 0.380 0.231 0.301

Ac+Le+St 0.386 0.248 0.323

Ac+Re+St 0.427 0.297 0.363

Ac+Le+Re+St 0.406 0.270 0.341

sensitive to the positional information as a new held-out evaluation set while the

remaining 185 documents were taken as the development set for training or tuning

the summarization models. The contributions that di�erent kinds of features make

to the summarization performance of SVM on the new evaluation set are reported

in Table 3.9.

Comparing the results shown in Table 3.9, we can see that the structural features

are less dominant while the overall trend remains the same. Therefore, we took

these 20 documents as the held-out evaluation set in the remaining chapters of

the dissertation. The summarization performances of BC, SVM and CRF on this

evaluation set are listed in Table 3.10. As can be seen, CRF does not provide

superior results as compared to the other supervised summarizers. One possible

explanation is that the structural evidence of the spoken documents in the new
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Table 3.10: The summarization performances achieved by supervised summarizers.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

BC 0.358 0.212 0.298

SVM 0.406 0.270 0.341

CRF 0.365 0.221 0.300

Table 3.11: The summarization performances achieved by unsupervised summariz-

ers.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

RND 0.265 0.134 0.226

LEAD 0.312 0.168 0.251

VSM 0.337 0.189 0.277

LexRank 0.348 0.204 0.294

ILP 0.356 0.203 0.312

evaluation set is not strong enough for CRF to show its advantage of modeling the

local global structural information among sentences.

3.5.2 Experiments on Unsupervised Summarizers

In the next set of experiments, we compare the performance of the following un-

supervised summarization methods that have been well-practiced in various sum-

marization tasks, namely LEAD, VSM (Gong and Liu, 2001), LexRank (Erkan and

Radev, 2004) and ILP (McDonald, 2007) methods. The corresponding results are

shown in Table 3.11. The results obtained by random selection (denoted as RND) are

also listed for comparison. It should be noted that the LEAD-based method simply

extracts the �rst few sentences from a document as the summary. From Table 3.11,
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we observe the following remarks. First, comparing the results with those shown in

Table 3.10, we observe that the performance of unsupervised summarizers is worse

than supervised summarizers. This can be explained by two factors. The �rst is

that the supervised summarizers make use of the handcrafted document-reference

summary information for model training, whereas the unsupervised summarizers do

not utilize such information. The second is that most of the unsupervised summariz-

ers rely merely on lexical features, whereas the supervised summarizers incorporate

other indicative features besides the lexical features. Nevertheless, almost all of these

features are more or less vulnerable to speech recognition errors. Second, LexRank

gives very promising summarization results, even though it only utilizes lexical in-

formation in an unsupervised manner. This re�ects the importance of capturing the

global relationships among the sentences in the document to be summarized. Third,

ILP performs better than VSM and LexRank. The results con�rm the utility of the

global inference algorithm for extractive summarization.
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Unsupervised Summarization

Extractive summarization produces a concise summary by selecting salient sentences

or paragraphs from an original document according to a prede�ned target summa-

rization ratio. Conceptually, it could be cast as an ad hoc Information Retrieval

(IR) problem, where the document is treated as an information need and each sen-

tence of the document is regarded as a candidate information unit to be retrieved

according to its relevance (or importance) to the information need. Therefore, the

ultimate goal of extractive summarization could be stated as the selection of the

most representative sentences that can succinctly describe the main theme of the

document. In the past several years, the Language Modeling (LM) approach has

been introduced to a wide spectrum of IR tasks and demonstrated empirical suc-

cess (Chen et al., 2004b; Zhai, 2008); this modeling paradigm has been successfully

adopted for speech summarization recently (Chen et al., 2009).

Chen et al. addressed the issue of extractive summarization under an unsuper-

vised probabilistic generative framework (Chen et al., 2009). Each sentence Si of a

spoken document D is treated as a probabilistic generative model for generating the

document, and the sentences are ranked and selected according to their posterior

probabilities P (Si|D), which can be expressed as:

P (Si|D) =
P (D|Si)× P (Si)

P (D)
, (4.1)

where P (D|Si) is the sentence generative probability, i.e., the likelihood of D being

generated by Si; P (Si) is the prior probability of Si being important; and P (D) is

the marginal probability of D. Note that P (D) in (4.1) can be eliminated because

it is identical for all sentences. Furthermore, since the way to estimate the prior

probability of a sentence is still under active study, we can further assume that
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the prior probability is uniformly distributed. The sentence generative probability

P (D|Si) can be taken as a relevance measure between the document and its sen-

tences. Therefore, the sentences of a spoken document D can be ranked by means

of the probability P (D|Si), instead of the probability P (Si|D).

By applying the language modeling approach, each sentence in a document is

regarded as a probabilistic generative model P (D|θSi) consisting of N -gram distri-

butions for predicting the document. If the spoken document D is treated as a

sequence of words (or terms), D = w1w2 · · ·wN , where the document words are as-

sumed to be conditionally independent given the sentence model θSi and their order

is also assumed to be of no importance (i.e., the so-called �bag-of-words� assump-

tion), the sentence generative probability P (D|θSi) can be further decomposed as a

product of the probabilities of the document words generated by the sentence Si:

P (D|θSi) ≈
∏
w∈D

P (w|θSi)
c(w,D), (4.2)

where c(w,D) is the occurrence count of a speci�c type of word w in D, re�ecting

that w will contribute more in the calculation of P (D|θSi) if it occurs more frequently

in D. The simplest way to estimate the sentence model P (w|θSi) is on the basis

of the frequency of words occurring in the sentence, with the Maximum Likelihood

Estimation (MLE):

PMLE(w|θSi) =
c(w, Si)

|Si|
, (4.3)

where c(w, Si) is the number of times that word w occurs in Si and |Si| is the sentence

length. However, the true sentence model might not always be accurately estimated

by MLE, since the sentence consists of only a few sampled words and the portions of

the words present are not the same as the probabilities of words in the true model.

This phenomenon is especially prominent for the sentences of a spoken document

when they are, respectively, represented solely by the best recognition transcript

generated by the ASR system, i.e., the so-called 1-best recognition results, which

are often error prone. To alleviate this problem, one may utilize other sophisticated

techniques, such as language model smoothing or topic modeling, for better sentence

model estimation (Zhai, 2008). Nevertheless, these approaches are restricted in the

context of speech summarization, since they strive only to provide better estimation
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of each individual sentence model (cf. (4.2)) without contemplating better ways to

represent the whole spoken document.

In order to address the above drawback, we present a di�erent summarization

framework, building on the KL-divergence measure (Kullback and Leibler, 1951;

Zhai, 2008), for important sentence selection, which assesses the relationship be-

tween the sentences of a document to be summarized and the document itself from

a more rigorous information-theoretic perspective. In this framework, two di�erent

language models are used: one for the whole document θD and the other for each

sentence θSi . We assume that words in the document are simple random drawn

from a language distribution describing some topics of interest and words in the

sentences that belong to the summary should also be drawn from the same distri-

bution. Therefore, we can use KL-divergence to quantify how close the document

D and one of its sentences Si are: the closer the sentence model P (w|θSi) to the

document model P (w|θD), the more likely the sentence would be part of the sum-

mary. The divergence of the sentence model with respect to the document model is

de�ned by

KL(θD‖θSi) =
∑
w∈V

P (w|θD)× log
P (w|θD)

P (w|θSi)
, (4.4)

where w denotes a speci�c word in the vocabulary set V; and a sentence Si with a

smaller value (or probability distance) in terms of KL(θD‖θSi) is deemed to be more

important. Then, the summary sentences of a given spoken document can be iter-

atively chosen (i.e., one at each iteration) from the spoken document in accordance

with its corresponding divergence, until the aggregated summary reaches a prede-

�ned target summarization ratio. Recently, Haghighi and Vanderwende (2009) and

Celikyilmaz and Hakkani-Tur (2010) also employed a similar criterion for important

sentence selection in summarization of multiple text documents, and they also pro-

posed the use of topical information for the purpose of language model smoothing;

however, to our knowledge, this criterion has not yet been extensively explored in

the context of speech summarization.

The iterative (or greedy) selection procedure described above may sometimes

result in a suboptimal performance of importance sentence selection for one of the
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following reasons: 1) a summary sentence is selected independently without con-

sidering the redundant information that might be contained in the already selected

summary sentences; 2) the information carried by a verbose summary sentence some-

times would be succinctly represented by one or more other concise (short) sentences

which cover more topics of interest. To alleviate the �rst problem (i.e., the redun-

dancy problem), the Maximum Marginal Relevance (MMR) algorithm (Carbonell

and Goldstein, 1998), which aims at excluding those sentences which are too similar

to the already selected summary sentences, is always considered to be a represen-

tative approach. For the second problem (i.e., the global optimization problem),

we may formulate the extractive summarization as a maximum convergence prob-

lem under a summary length constraint and solve the problem by global inference

algorithms (McDonald, 2007).

We, however, present here an alternative remedy to simultaneously deal with the

above two problems on top of the KL-divergence measure. To do this, we consider

every possible combination (or subset) of sentences in a spoken document as a

candidate summary π and then compute its KL-divergence to the spoken document

to be summarized. Therefore, the best summary π∗ can be generated through the

following equation:

π∗ = arg min
π∈ΠD

KL(θD‖θπ)

= arg min
π∈ΠD

∑
w∈V

P (w|θD)× log
P (w|θD)

P (w|θπ)
, (4.5)

where ΠD denotes all possible combinations (i.e., the candidate summary set) of

sentences in a spoken document D and θπ denotes the model of a given candidate

summary π (i.e., the summary model). It should be noted that the length of any

possible candidate summary should satisfy the summary length constraint. For

clarity of presentation, we hereafter term (4.4) the �sentence-wise� KL-divergence

selection strategy and (4.5) the � list-wise� KL-divergence selection strategy.

We may compare the proposed KL-divergence methods (cf. (4.4) and (4.5) with

the LM method (cf. (4.2)) (Chen et al., 2009) from two aspects. On one hand,

the ranking strategies of the KL-divergence methods are based on the probability
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distance between the document model and the sentence model (or the summary

model), instead of the likelihood of the words in the document being generated by

the sentence model, as with the LM method. On the other hand, it is easy to show

that the sentence-wise KL-divergence method (cf. (4.4)) can be degenerated to the

LM method (Chen et al., 2009) once the document model P (w|θD) is estimated

merely on the basis of the empirical frequency of words in the document (Zhai,

2008).

One has also to bear in mind that, in analogy with the LM method, the true

document or sentence model of the KL-divergence methods might not always be

accurately estimated by MLE. However, the KL-divergence methods do have the

merit of accommodating more elaborate model estimation techniques to improve

summarization performance in a systematic way. For example, we can pair the

KL-divergence methods with robust spoken document representations, such as that

using multiple recognition hypotheses to o�set the negative e�ect of inaccurate 1-

best recognition results. Alternatively, we can also explore relevance or topical

information cues to get more accurate estimation of the document or sentence models

employed in the KL-divergence methods (Zhai, 2008). A detailed account on the

above two possible re�nements of the KL-divergence methods will be given in the

following two sections.

To counter errors resulting from imperfect ASR systems, there has been a great

deal of research e�ort directed towards utilizing word recognition lattices or N-best

lists to provide more alternative recognition hypotheses in various speech transcrip-

tion, translation and retrieval tasks (Mangu et al., 2000; Chen et al., 2002; Zhou

et al., 2006; Chia et al., 2008). A word lattice is usually exploited to serve as an

intermediate representation of the ASR output. It is a connected, directed acyclic

graph where each arc includes a word hypothesis along with a posterior probability

(combining acoustic and language model scores) as well as time alignment informa-

tion. It provides a rich set of alternative recognition hypotheses, and each path from

the start node to the exit node stands for one hypothesis of spoken word sequences.

However, since a word lattice often contains many confusing word hypotheses

(including word arcs with very low posterior probabilities) and costs enormous stor-
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Figure 4.1: Example of a simple word lattice and its corresponding compact repre-

sentations. Null arcs are represented by `-'

age space, various compact representations of the word lattice have been developed

(Zhou et al., 2006; Chelba et al., 2007). Here, we investigate and compare the use of

Confusion Network (CN) (Mangu et al., 2000) and Position Speci�c Posterior Lat-

tice (PSPL) (Chelba et al., 2007) for representing spoken documents and sentences

for the purpose of speech summarization. Figure 4.1 shows an example of a simple

word lattice and its corresponding compact representations. Also worth mentioning

is that we treat each sentence as an audio segment o for generating its own word lat-

tice, while the sentence boundaries are determined with the 1-best ASR transcript

of the spoken document to be summarized.

4.1 Robust Representation of Spoken Documents

4.1.1 Confusion Network (CN)

A confusion network is a multiple string alignment of the speech recognition results,

which transforms all hypotheses in a word lattice into a sequence of equivalence

clusters (Mangu et al., 2000). The original purpose of a CN is proposed to minimize
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the expected word errors by concatenating those words having the highest posterior

probability in each equivalence cluster (or confusion set) to form the recognition

output, where the posterior probability of each word hypothesis in a cluster can be

also thought of as the expected word count.

In implementation, the transformation of a CN representation from a word lattice

is ful�lled by a two-stage clustering procedure. Initially, words arcs with the identical

orthographies, and start and end times are aggregated together to form an initial

equivalence cluster. It should be noticed that such an equivalence relation will

preserve the temporal order of word arcs in the original word lattice. After the

initialization, the �rst stage is to perform intra-word clustering where clusters having

word arcs with the identical orthography are grouped into a new equivalence cluster

based on their temporal overlaps and word posterior probabilities. The second stage

is then to perform inter-word clustering where several heterogeneous clusters are

iteratively grouped together according to their phonetic similarity. For a thorough

and entertaining discussion of CN, one may refer to (Mangu et al., 2000).

4.1.2 Position Speci�c Posterior Probability (PSPL)

The basic idea of PSPL is to calculate the posterior probability of a word w occur-

ring at a speci�c position l in a word lattice (Chelba et al., 2007). The position

is de�ned as the path length from a start node of the lattice to a particular word.

Since there might be more than one path containing the same word in the same

position, one would need to sum over all possible paths in a lattice to compute the

associated posterior probability (or the expected count) of a word w occurring at a

given position l of the lattice. This computation can be accomplished by employing

a modi�ed forward-backward algorithm. For the forward search, the forward prob-

ability α(w) of a word w is partitioned into several more subtle probability masses

α(w, l) according to the length of partial paths that start from the start node and

end at word w; while the procedure for the backward search remains unchanged.

Then, the posterior probability of a given word w occurring at a given position l in

a lattice can be easily calculated.
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4.1.3 Pruning and Expected Count Computation

After the construction of CN or PSPL, a simple pruning procedure is adopted to

remove unlikely word hypotheses (i.e., words with lower posterior probabilities). For

each cluster (or position) l, the pruning procedure �rst �nds the most likely word

entry in it. Then, those word entries that have log-probabilities lower than that of

the most likely one minus a prede�ned threshold τ are removed from l. Finally, we

can compute the expected frequency count of each word w in a given speech segment

o:

E[c(w,o)] =
∑
l

∑
wl

P (wl = w|LAT), (4.6)

where wl is an arbitrary word that occurs in cluster (or at position) l ; LAT denotes

either CN or PSPL; P (wl = w|LAT) denotes the posterior probability of word w in

cluster (or at position) l of audio segment o.

4.2 Incorporation of Relevance and Topical Information

As mentioned earlier, the true document or sentence model (or summary model)

might not always be accurately estimated when there are only a few words present

in the (erroneous) recognition transcript of a spoken document or sentence. In

order to mitigate this potential defect, we explore two extra information cues, i.e.,

the relevance and topical information, to improve the estimation of the document

or sentence model employed in the KL-divergence methods.

4.2.1 Relevance Information

According to the principle of statistical analysis, reliable estimation of a probabilistic

model can be obtained by using a large proportion of the data population being

considered. Consequently, a simple and intuitive way to improve the accuracy of

model estimation is to enlarge the size of the training data sample. Here, the

notion of relevance class, originally proposed in the context of IR, is adopted here to

facilitate accurate estimation of the document and sentence models used in the KL-

divergence methods (Lavrenko and Croft, 2001). To illustrate, we take the sentence
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model of the sentence-wise KL-divergence method (cf. (4.4)) as an example. Each

sentence Si of the spoken document D to be summarized has its own associated

relevance class RSi . This class is de�ned as the subset of documents in the collection

that are relevant to the sentence Si. The Relevance Model (RM) of the sentence

Si is therefore de�ned to be the probability distribution P (w|θRSi
), which gives

the probability that we would observe a word w if we were to randomly select

a document from the relevance class RSi and then pick a random word from that

document. Once the relevance model of the sentence Si is constructed, it can be used

to replace the original sentence model or combine with the original sentence model

to produce a more accurate estimate. Because there is no prior knowledge about the

subset of relevant documents for each sentence Si, a local relevance feedback-like

procedure can be employed by taking Si as a query and posing it to an IR system

to obtain a ranked list of documents from a large document repository. The top L

documents returned from the IR system are assumed to be the ones relevant to Si,

and the relevance model of Si can be therefore constructed through the following

equation:

P (w|θRSi
) =

∑
Dl∈RTopL

P (w|θDl
)× P (Dl|Si), (4.7)

where RTopL is the set of the top L retrieved documents; and the probability

P (Dl|Si) can be approximated by the following equation, through a simple mathe-

matical manipulation:

P (Dl|Si) ≈
P (Dl)× P (Si|θDl

)∑
Du∈RTopL

P (Du)× P (Si|θDu)
. (4.8)

A uniform prior probability P (Dl) can be further assumed for the top L retrieved

documents, and the sentence likelihood P (Si|θDl
) can be readily calculated if the

IR system is implemented with a language modeling approach. After obtaining the

relevance model, we can employ a two-stage smoothing strategy to form the �nal

sentence model (Chen et al., 2004b; Zhai, 2008):

PRM(w|θSi) = α× PMLE(w|θSi) + β × P (w|θRSi
) + (1− α− β)× P (w|θC), (4.9)

where P (w|θC) is the background model estimated from a general corpus; and the

values of the interpolation weights α and β can be empirically set based on the devel-
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opment set, or further optimized by other estimation techniques (Chen et al., 2004b;

Zhai, 2008). Similarly, the relevance model PRM(w|θD) for the spoken document D

to be summarized can be constructed.

4.2.2 Topical Information

Often, there probably will be word usage mismatch between a spoken document

and one of its sentences even if they are topically related to each other. Therefore,

instead of constructing the document and sentence (or summary) models of the KL-

divergence methods based on literal term information, we exploit probabilistic topic

models (Gri�ths et al., 2007) to represent a spoken document and its sentences

through a latent topic space. For example, the associated document model of a

spoken document to be summarized is interpreted as Document Topic Model (DTM)

consisting of a set of K shared latent topics T1, · · · , Tk, · · · , TK with document-

speci�c topic weights P (Tk|θD), while each topic o�ers a unigram (multinomial)

distribution P (w|Tk) for observing an arbitrary word w of the vocabulary:

PDTM(w|θD) =
K∑
k=1

P (w|Tk)× P (Tk|θD). (4.10)

The key idea we wish to illustrate here is that the probability PDTM(w|θD) of a

word w given by a document D is not computed directly based on the frequency

of w occurring in D, but instead based on the frequency of w in a latent topic Tk

as well as the likelihood that D generates the respective topic Tk, which in fact

exhibits some sort of concept matching (Lee and Chen, 2005). In the same spirit,

the sentence model can be derived as well.

There is a rich tradition of research in the realization of DTM. The Probabilis-

tic Latent Semantic Analysis (PLSA) (Hofmann, 2001) and the Latent Dirichlet

Allocation (LDA) (Blei et al., 2003) are often considered representatives examples

of this research line and have motivated many follow-up studies (Zhai, 2008). In

the practical implementation of PLSA, the corresponding DTM models are usually

trained in an unsupervised way by maximizing the total log-likelihood of the docu-

ment collection C in terms of the unigram probability PPLSA(w|θD) of all words w
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observed in the document collection, or more speci�cally, the total likelihood of all

documents generated by their own DTM models is calculated by

LPLSA =
∏
D∈C

PPLSA(D|θD)

=
∏
D∈C

∏
w∈D

PPLSA(w|θD)c(w,D). (4.11)

The training procedure is that we �rst use the K-means algorithm to partition

the entire document collection into K topical classes. Hence, the initial topical

unigram distribution P (w|Tk) for a cluster topic can be estimated according to

the underlying statistical characteristics of the document being assigned to it and

the probabilities for each document generating the topics, i.e., P (Tk|θD), are mea-

sured according to its proximity to the centroid of each respective cluster as well.

Then, the optimization of (4.11) can be iteratively optimized via the following three

Expectation-Maximization (EM) update equations (Hofmann, 2001):

-E (Expectation) Step:

PPLSA(Tk|w, θD) =
PPLSA(w|Tk)× PPLSA(Tk|θD)∑
T ′
k
PPLSA(w|T ′k)× PPLSA(T ′k|θD)

, (4.12)

-M (Maximization) Step:

PPLSA(w|Tk) =

∑
D∈C c(w,D)× PPLSA(Tk|w, θD)∑

w′∈V
∑

D∈C c(w
′, D)× PPLSA(Tk|w′, θD)

, (4.13)

PPLSA(Tk|θD) =

∑
w∈V c(w,D)× PPLSA(Tk|w, θD)∑

w∈V c(w,D)
, (4.14)

where V is the vocabulary set and PPLSA(Tk|w, θD) is the probability that the latent

topic Tk occurs given the word w and the document model θD, which is computed

using the probability quantities PPLSA(w|Tk) and PPLSA(Tk|θD) obtained in the

previous training iteration.

On the other hand, LDA, having a similar formula analogous to PLSA, is re-

garded as a generalization to PLSA and has enjoyed much success in a wide variety

of text IR tasks. LDA di�ers from PLSA mainly in the inference of model parame-

ters: PLSA assumes the model parameters are �xed and unknown; while LDA places

additional a priori constraints on the model parameters, i.e., thinking of them as
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random variables that follow some Dirichlet distributions. In other words, the total

log-likelihood of all documents generated by LDA models is thus de�ned as:

LLDA =

∫ ∫ K∏
z=1

P (φz|β)
∏
D∈D

p(ψD|α)
{ |ND|∏

i=1

K∑
k=1

P (wi|Tk, φz)× P (Tk|ψD)
}
dψdφ

(4.15)

where ψD and φz are multinomial distributions with Dirichlet parameters α and β,

respectively; |ND| is the number of words in the document D. LDA possesses fully

consistent generative semantics by treating the topic mixture distribution as a K-

parameter hidden random variable rather than a large set of individual parameters

which are explicitly linked to the training set.

Compared to the PLSA, LDA overcomes the problem of over�tting, as well as

the problem of generating new documents incurred by PLSA (Blei et al., 2003).

LDA has a more complex form for model optimization, which is di�cult to solve by

exact inference. Several approximate inference algorithms, such as variational Bayes

approximation (Blei et al., 2003) and the Gibbs sampling algorithm (Gri�ths et al.,

2007), have been proposed in the literature for estimating the model parameters

of LDA. For example, the Gibbs sampling algorithm marginalizes out ψ and φ

and samples the latent variables Tk to inference the model parameters. Then, the

probability of a word w generated by a document D in the LDA model is expressed

by

PLDA(w|φ̂, ψ̂, θD) =
K∑
k=1

PLDA(w|Tk, φ̂)× PLDA(Tk|ψ̂, θD), (4.16)

where φ̂ and ψ̂ are the posterior estimates of φ and ψ, respectively. For more detail,

please refer to Gri�ths (2007).

On the other hand, instead of treating each entire spoken document D or sen-

tence Si as a document topic model, we can regard each word wj of the language as

a Word Topic Model (WTM) (Chen, 2009; Chen et al., 2010). To get to this point,

all words are assumed to share the same set of latent topic distributions but have

di�erent weights over these topics. The WTM model of each word wj for predicting

the occurrence of a particular word w is expressed by

PWTM(w|θwj ) =

K∑
k=1

PWTM(w|Tk)× PWTM(Tk|θwj ), (4.17)
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where PWTM(w|Tk) and PWTM(Tk|θwj ), respectively, are the probability of a word w

occurring in a speci�c latent topic Tk and the probability of the topic Tk conditioned

on the WTM model of wj . Then, for example, each document can be viewed as a

composite WTM model, while the probability of a word w generated by a document

D can be expressed by

PWTM(w|θD) =
∑
wj∈D

PWTMP (w|θwj )× P (wj |θD)

=
∑
wj∈D

P (wj |θD)
{ K∑
k=1

PWTM(w|Tk)× PWTM(Tk|θwj )
}
.(4.18)

The resulting composite WTM model for D, in a sense, can be thought of as a

kind of language model for translating any word wj occurring in D to an arbitrary

word w of the language. The model parameters of WTM can be inferred by un-

supervised training as well. More precisely, each WTM model θwj can be trained

by concatenating those words occurring within a vicinity of, or a context window

of size H around, each occurrence of wj , which are postulated to be relevant to wj ,

to form a relevant observation sequence Owj for training θwj . The words in Owj

are also assumed to be conditionally independent given θwj . Therefore, the WTM

models of the words in the vocabulary set V can be estimated by maximizing the

total likelihood of their corresponding relevant observation sequences respectively

generated by themselves:

LWTM =
∏
wj∈V

PWTM(Owj |θwj )

=
∏
wj∈V

∏
wi∈Owj

PWTM(wi|θwj )
c(wi,Owj ). (4.19)

Then, the parameters of each WTM model can be estimated using the following EM

update formulas:

-E (Expectation) Step:

PWTM(Tk|wi, θwj ) =
PWTM(wi|Tk)× PWTM(Tk|θwj )∑
T ′
k
PWTM(wi|T ′k)× PWTM(T ′k|θwj )

, (4.20)

-M (Maximization) Step:

PWTM(wi|Tk) =

∑
wj∈V c(wi,Owj )× PWTM(Tk|wi, θwj )∑

wl∈V
∑

wn∈Owl
c(wn,Owl

)× PWTM(Tk|wn, θwl
)
, (4.21)
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PWTM(Tk|θwj ) =

∑
w∈Owj

c(w,Owj )× PWTM(Tk|w, θwj )∑
w∈V c(w,Owj )

. (4.22)

The sentence (or summary) model can be constructed in a similar fashion. How-

ever, words represented in a latent topic space only o�er coarse-grained concept clues

about a document (or sentence) at the expense of losing the discriminative power

among concept-related words in �ner granularity. For the reason of better discrim-

ination ability and probability smoothing, we use the same smoothing approach,

introduced in Section 4.2.1 for the relevance model, to form the �nal DTM or WTM

models. For example, the unigram probability PMLE(w|θD) of a word w occurring

in the document D and the background model P (w|θC) are additionally used in

association with the document topic model, i.e., PDTM(w|θD) or PWTM(w|θD).

4.3 Experimental Results

4.3.1 Experiments on the KL-Divergence Methods and Di�erent

Representations of Spoken Documents

We �rst show the baseline performance of the language modeling approach to sum-

marization, i.e., the LM method (cf. (4.2)), on the evaluation set by using the

manual transcripts (denoted by �Manual�) and the 1-best ASR transcripts (denoted

by �1-best�), respectively. This experiment, in fact, is equivalent to that using the

sentence-wise KL-divergence method where the sentence models and the document

model are simply estimated by MLE. The corresponding results are shown in Table

4.1. Looking at the table, we see that there are signi�cant performance gaps be-

tween summarization using the manual transcripts and the 1-best ASR transcripts.

The relative summarization performance degradations caused by using the 1-best

ASR transcripts are 17%, 37% and 24%, respectively, in the ROUGE-1, ROUGE-2

and ROUGE-L measures. This phenomenon may be explained by the fact that the

erroneous speech transcripts of spoken sentences would carry wrong information and

thus deviate somewhat from representing the true theme of the spoken document.

We now turn our attention to investigating the utility of CN and PSPL in rep-

resenting spoken documents and sentences. The experimental results are shown
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Table 4.1: The baseline results achieved by the LM method with respect to the

manual transcripts and the 1-best ASR transcripts.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

Manual 0.387 0.264 0.334

1-best 0.319 0.164 0.253

in Table 4.2 where the row �1-best� shows the baseline results obtained by using

the 1-best ASR transcripts, while Rows �CN� and �PSPL� are the results obtained

by using the CN and PSPL representations, respectively. For these two represen-

tations, the pruning thresholds (as described in Section 4.1.3) were tuned on the

development set and then applied to the evaluation set. It also worth mentioning

that �SentKL� denotes the sentence-wise KL-divergence selection strategy (cf. (4.4))

while �ListKL� denotes the list-wise KL-divergence selection strategy (cf. (4.5))).

For practical implementation of ListKL, it is almost impossible to enumerate all

possible combinations of summary sentences for forming the summary of a spoken

document, due to the reason that the number of possible combinations would grow

exponentially as the number of sentences increases. To reduce the computational

overhead, we �rst use the SentKL to select the top 20% importance sentences hav-

ing the lowest KL-divergence distances to the document as the candidates for being

considered to be included in the summary, and then enumerate all possible combina-

tions (or samplings) of these sentences under a speci�c summary length constraint

of the length of the target summary (i.e., containing about 10% of the words of the

original document).

As can be seen from Table 4.2, using either CN or PSPL provides substantial

performance boosts over the 1-best ASR transcripts for both SentKL and ListKL.

Although both of the two attempts (cf. the second and third rows of Table 4.2)

do not give very signi�cant improvements in ROUGE measures over the baseline

LM method (cf. the third row of Table 4.1 or the �rst row of Table 4.2), the re-
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Table 4.2: The results achieved by the KL-divergence methods with respect to

various representations of spoken documents.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

1-best 0.319 0.164 0.253

SentKL CN 0.327 0.170 0.260

PSPL 0.345 0.188 0.279

1-best 0.326 0.196 0.268

ListKL CN 0.333 0.198 0.289

PSPL 0.356 0.201 0.293

sults still re�ect the advantage of using multiple recognition hypotheses. It seems

to justify our postulation that speech summarization could bene�t from leverag-

ing multiple recognition hypotheses, like CN or PSPL, for robustly representing of

spoken documents and sentences.

If we further compare PSPL and CN, we �nd that the former outperforms the

latter. This might be explained by the fact that a given word arc of the original lat-

tice will be exactly assigned into one particular cluster in CN, whereas a given word

arc can belong to multiple clusters with di�erent probabilities in PSPL. Phrased

another way, CN performs some sort of hard-clustering of word arcs in the lattice

while PSPL is a soft-clustering technique. As a result, when a strict threshold is

applied in the pruning stage (as described in Section 4.1.3), several content or in-

formative words of CN might be pruned due to lower word posterior probabilities,

but they would be more likely to be retained in PSPL since more than one cluster

would contain instances of the same word arc.

Furthermore, ListKL consistently outperforms SentKL with respect to various

representations of spoken documents. These results show the potential weakness

of using the iterative (greedy) sentence selection strategy (e.g., SentKL) in speech

summarization. In order to �gure out why ListKL outperforms SentKL, we further
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Figure 4.2: Impacts of di�erent lattice sizes on the summarization performance.

analyze the average number of sentences respectively selected by ListKL and SentKL

subject to the constraint (i.e., the resulting summary cannot contain words more

that 10% of the original document). We observe that ListKL selected about 4.9

summary sentences on average while SentKL selected about 3.2 sentences into the

summary under the same length constraint. These statistics reveal that ListKL can,

to some extent, avoid selecting verbose sentences into the summary.

To go a step further, we examine the impact of the average lattice size of a given

spoken sentence on summarization performance, de�ned as the average number of

words retained in the speech recognition output representation of a given spoken

sentence after the pruning stage. Here, we take the pairing of PSPL and SentKL as

an example. The associated results conducted on the development set (denoted by

DEV) and the evaluation set (denoted by EVAL) are both illustrated in Figure 4.2.

We see that the ROUGE-1 score goes up as the lattice size increases. However, the

performance becomes saturated, or shows a noticeable drop, as PSPL contains too

much confusion information.
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Table 4.3: The results achieved by combining the sentence-wise KL-divergence

method with the relevance information.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

Manual 0.387 0.264 0.334

+RM-SEN 0.412 0.291 0.359

+RM-DOC 0.422 0.312 0.374

+BOTH 0.432 0.315 0.377

1-best 0.319 0.164 0.253

+RM-SEN 0.372 0.231 0.301

+RM-DOC 0.350 0.224 0.294

+BOTH 0.379 0.231 0.313

4.3.2 Experiments on Incorporating Relevance and Topical infor-

mation

In the next set of experiments, we explore the use of relevance information (cf. Sec-

tion 4.2.1) for more accurate estimations of the sentence (denoted by RM-SEN) and

the document (denoted by RM-DOC) models used in the KL-divergence methods.

The number of relevant documents retrieved was determined by the development

set. Because the computational cost for ListKL is high, we report here only the

results obtained from SentKL with the relevance information. As shown in Ta-

ble 4.3, the summarization performance improved consistently whenever either the

sentence relevance information (RM-SEN) or the document relevance information

(RM-DOC) is used for model estimation. Furthermore, the summarization perfor-

mance of RM-SEN was superior to that of RM-DOC in the case of using the 1-best

ASR transcripts. One possible explanation is that the spoken sentences are quite

short when compared to the spoken document as a whole, and may contain tran-

scription errors; they, therefore, require more statistical evidence from the relevant
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Table 4.4: The results achieved by the KL-divergence methods with respect to

various representations of spoken documents.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

Manual 0.387 0.264 0.334

+DTM 0.422 0.308 0.370

+WTM 0.444 0.317 0.391

SentKL 1-best 0.319 0.164 0.253

+DTM 0.342 0.197 0.278

+WTM 0.335 0.191 0.280

Manual 0.415 0.297 0.362

ListKL +WTM 0.445 0.329 0.398

1-best 0.326 0.196 0.268

+WTM 0.392 0.254 0.332

documents for adequate sentence model estimation. On the other hand, the combi-

nation of RM-SEN with RM-DOC (cf. the fourth and the last rows in Table 4.3)

can provide additional gains, which leads to absolute improvements of about 2%

to 3% as compared to the baseline summarization results obtained by merely using

either the manual transcripts or the 1-best ASR transcripts.

Next, we examine the utility for the additional use of the topical information. It

is worth mentioning that both DTM and WTM are trained without supervision and

have the same number of latent topics which was set to 16 in this study. Also note

that LDA is taken as a study example for DTM since it achieved better performance

among various DTM models in the literature, and the associated parameters of

LDA are estimated by the Gibbs sampling algorithm with symmetric Dirichlet prior

distributions. The corresponding results achieved by SentKL incorporated with the

topical information are shown in the upper part of Table 4.4, which reveals that

the summarization performance receives a substantial boost from the additional
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incorporation of the topical information for the case of using the manual transcripts.

It also gives substantial summarization performance improvements over the baseline

model for using the 1-best ASR transcripts.

Comparing WTM to DTM, we see that WTM outperforms DTM when the

manual transcripts are used. However, WTM seems to perform worse than DTM

when using the imperfect ASR transcripts. One possible speculation is that, unlike

DTM, the model parameters of WTM (cf. (4.18) are all estimated from an outside

set of text news documents, which makes WTM unable to faithfully capture the

topical relationships among words in the erroneous ASR transcripts. On the other

side, we also illustrate the bene�t of incorporating the topical information into the

ListKL summarizer. Since the topic mixture weights of LDA for a new document

have to be estimated online, a time-consuming process, we only take the WTM as

an example for illustration. The results are shown in the last two rows of Table 4.4.

As expected, they verify the utility of constructing the ListKL summarizer with the

topical information.

4.3.3 Comparison with Conventional Summarization Methods

In the �nal set of experiments, we compare our proposed summarization methods

with a few existing summarization methods (cf. Tables 3.10 and 3.11) (cf. Tables 4.1

to 4.4). Several observations can be made. 1) When only the 1-best ASR transcripts

are used, the SentKL performs slightly worse than VSM and LexRank. The sum-

marization performance would become signi�cantly better as we integrated extra

information cues into the SentKL. 2) On the other hand, the pairing of ListKL and

the topical information gives a signi�cant improvement over VSM and LexRank in

the case of using merely 1-best ASR transcripts. 3) Although the proposed unsuper-

vised summarization methods cannot beat the supervised summarizer (i.e., SVM),

they do yield a quite competitive results compared to other supervised summariza-

tion methods.
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4.4 Summary

In this chapter, we have investigated various ways to robustly represent spoken

documents and sentences for speech summarization. We have also presented a KL-

divergence-based summarization feature and conducted a series of experiments to

test its capabilities. The experimental results indeed con�rm our expectation. The

results shown in Tables 4.1 to 4.4 allow us to draw several conclusions. First, using

multiple recognition hypotheses derived from CN or PSPL is e�ective, especially

when the 1-best ASR transcripts could not provide reliable lexical or topical infor-

mation (cf. Table 4.2). We believe this initial attempt not only can bene�t the

KL-divergence summarization methods, but also can work well in conjunction with

other summarization methods. Second, an attractive feature of the KL-divergence

summarization methods is that they can easily leverage various information sources

in a systematic way. The experimental results have clearly supported this claim (cf.

Tables 4.2 to 4.4). Third, the relevant documents were retrieved by the unigram

language modeling retrieval approach with merely the 1-best ASR transcripts for

the experiments on using the relevance information (cf. Table 4.3). The retrieved

documents might contain irrelevant ones owing to speech recognition errors. A

more robust and accurate retrieval model would probably lead to a substantial im-

provement in summarization performance. Fourth, we employed only word or topic

unigrams (multinomial distributions) for modeling the document and sentence mod-

els. One possible extension is using more sophisticated techniques like word bigrams

or syntactic dependency information to enhance the model estimation. Fifth, the

experimental results reveal the bene�t of using the list-wise KL-divergence selection

strategy (ListKL) (cf. Tables 4.2 and 4.4). It overcomes, to some extent, the problem

of suboptimal performance faced by most of the current widely used sentence-wise

selection strategies for extractive summarization. Finally, our proposed method in

essence is equally applicable and e�ective for both text and speech summarization

tasks (cf. Tables 4.3 and 4.4).





Chapter 5

Supervised Summarization

In a supervised machine-learning paradigm, ranking of summary sentences for ex-

tractive speech summarization could be stated as follows. Each sentence Si in a

spoken document D to be summarized is associated with a set of J representa-

tive features xi = {xi1, · · · , xij , · · · , xiJ}, and a summarizer (or a ranking function)

f : x 7→ R is employed to classify and assign an importance (or relevance) score to

each sentence Si according to its associated feature vector xi. Then, sentences of the

document can be ranked and iteratively selected into the summary based on their

scores until the length limitation or a desired summarization ratio is reached. During

the training phase, a set of training spoken documents D = {D1, · · · , Dn, · · · , DN},

consisting of N documents and the corresponding handcrafted summary informa-

tion, is given. The summarizer is trained in reducing classi�cation errors of spo-

ken document exemplars. It is expected that minimizing the classi�cation errors

caused by the summarizer would be equivalent to maximizing the lower bound of

the summarization evaluation score (Usually, the higher the score, the better the

performance.). Although supervised summarizers perform better than unsupervised

summarizers, there are still some issues that need to be properly addressed. Such

issues include summarizer design, feature engineering and sentence labeling.

In this chapter, we focus our attention on the problem caused by imbalanced

data. The imbalanced-data (or skewed-data) problem is due to the reason that the

summary sentences of a given training document usually form only a small pro-

portion of the total sentences. When training a summarizer on the basis of such

an imbalanced-data set, the resulting summarizer tends to assign sentences of the

document to be summarized to the majority class (i.e., the class of non-summary

sentences). Consequently, training on such imbalanced-data sets might degrade
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the summarization performance. Several heuristic methods have been proposed to

relieve this problem, like re-sampling (up-sampling, down-sampling, or both) or

re-weighting of the training exemplars, which demonstrate modest improvements

(Maloof, 2003; Xie and Liu, 2010). Meanwhile, higher sentence classi�cation accu-

racy does not always imply better summarization quality. This is mainly because

the summarizer usually classi�es each sentence individually with little consideration

of relationships among the sentences of the document to be summarized.

Building on these observations, we explore three di�erent strategies, namely,

learning-to-rank, direct optimization and discriminative training, to mitigate the

potential defects of the existing supervised summarizers.

5.1 Learning to Rank

The concept of learning-to-rank is to automatically construct a rank- or preference-

sensitive ranking function from a set of training data consisting of lists of items with

some partial preference order speci�ed between items in each list. Phrased another

way, the learning objective is not only the labeling correctness of each instance, but

also the correct ordering relationship of each instance pair in accordance with their

respective preference. For the idea to work, we can optimize a ranking model by

formulating some cost-sensitive objective functions that penalizes model parameters

which are liable to generate incorrect (or competing) hypotheses. It assumes there

exists a set of ranks (or preferences) P = {l1, l2, · · · , lP } in the output space, while

in the context of speech summarization, the value of P , for example, can be simply

set to 3 (a sentence can have the label of summary sentence (l1), possible summary

sentence (l2) or non-summary sentence (l3)). The elements in the rank set have

a total ordering relationship l1 ≺ l2 ≺ · · · ≺ lP where ≺ denotes a preference

relationship. The existing learning-to-rank algorithms can be categorized into three

groups: the pointwise, pairwise, and listwise learning strategies (Liu, 2009).

The pointwise learning approach usually casts the ranking problem as a classi�ca-

tion or regression problem (Crammer and Singer, 2002; Nallapati, 2004; Cossock and

Zhang, 2006). Usually, the training objective function is de�ned on the basis of sin-
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gle training documents. However, a potential problem inherent in this research line

is that the preference relationship between training instances has not been well con-

sidered during the training phase. For the pairwise learning approach, the learning

objective is concerned with classi�cation of document pairs in accordance with their

respective relevance to the query. Typical examples include RankSVM (Joachims,

2002; Cao et al., 2006), RankBoost (Freund et al., 2003) and RankNet (Burges et al.,

2005). However, the major shortcoming of this approach is the magnitude of the

preferences is ignored. For the listwise learning approach, instead of using training

document pairs as training instances, the ranking lists are taken as instances in

model training, such as ListNet (Cao et al., 2007), RankCosine (Qin et al., 2008)

and ListMLE (Xia et al., 2008). Although empirical studies have revealed that they

have certain advantages over pointwise or pairwise learning approaches, the model

complexity and computational e�ciency may sometimes be the issues that need to

be dealt with for the practical implementation.

In this dissertation, we explore the use of the so-called RankSVM (Cao et al.,

2006) for speech summarization, which considers not only the importance (or rele-

vance) of sentences to a training spoken document but also the order of each sentence

pair on the ideal ranked list. The training objective of RankSVM is to �nd a ranking

function that can correctly determine the preference relation between any pair of

sentences:

l(Si) ≺ l(Sj)⇐⇒ f(xi) > f(xj), (5.1)

where l(S) denotes the label of a sentence and f(x) denotes the decision values of

a sentence provided by the SVM model:

f(x) = 〈w,x〉, (5.2)

where w denotes the weighting vector and 〈·, ·〉 is an inner product operation. Sub-

stituting (5.2) into (5.1) we obtain

l(Si) ≺ l(Sj)⇐⇒ 〈~w,xi − xj〉 > 0. (5.3)

As can be seen in (5.3), the preference relationship l(Si) ≺ l(Sj) between instance

pairs can be expressed by the new vector xi − xj . The label yi,j for any instance
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pairs Si and Sj is thus de�ned as

yi,j =


+1 l(Si) ≺ l(Sj)

−1 l(Sj) ≺ l(Si)
. (5.4)

Consequently, the RankSVM model can be constructed by using the new feature

vector and label representations and solving the following quadratic optimization

problem:

min
w

V (w) = 1
2‖w‖

2 + C ×
∑Q

q=1 ζq

subject to yi,j〈w,xi − xj〉 ≥ 1− ζq

ζq ≥ 0 q = 1, · · · , Q (5.5)

where C is a parameter that allows trading-o� margin size against training errors

and ζt are non-negative slack variables. For more discussion of RankSVM, one can

refer to (Joachims, 2002; Cao et al., 2006).

5.2 Direct Optimization

Although reducing the sentence classi�cation (e.g., SVM) or ranking (e.g., Ranking

SVM) errors would be equivalent to maximizing the lower bound of the perfor-

mance evaluation score of a given summarization system, it is still not closely re-

lated enough to the �nal evaluation metric for speech summarization. On the other

hand, as was seen in Table 3.3, people may not always agree with each other in

selecting the summary sentences for representing a given document. If we randomly

choose one annotator's judgment data as the labeled data for training the summa-

rizer, the summarization performance may deteriorate since the ROUGE measure

evaluates the quality of the summarization by counting the number of overlapping

units between the automatic summary and the set of reference summaries provided

by summarizers.

Recently, quite a few approaches have been proposed to train an IR system by di-

rectly maximizing the associated evaluation score. For instance, Joachims presented

an SVM-based method for directly optimizing multivariate nonlinear performance
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measures like the F1-score or Precision/Recall Breakeven Point (PRBEP) adopted

in document classi�cation (Joachims, 2005). On the other hand, Cossock and Zhang

discussed the issue of learning ranking with preference to the top scoring documents

of a given training query (Cossock and Zhang, 2006). More recently, Xu and Li

proposed an ensemble-based algorithm that can iteratively optimize an exponen-

tial loss function based on various kinds of IR evaluation metrics, often referred to

as AdaRank (Xu and Li, 2007). AdaRank is one variation of the AdaBoost algo-

rithm that generates a set of weak rankers (or ranking functions) and integrates

them through a linear combination to form the �nal ranking model. The success of

AdaRank basically lies in the fact that ensemble-based systems may produce more

favorable results than their single-classi�er counterparts (Polikar, 2006; Xu and Li,

2007).

However, as far as we are aware, there is little research in exploring the evaluation

metric-related training criteria for extractive speech summarization. Therefore, we

adopt the �direct optimization� concepts for speech summarization, and AdaRank is

taken as the initial attempt. Conceptually, AdaRank learns a weight for each weak

ranker from an iteratively updated distribution of the training document exemplars.

At each iteration, the updated distribution will emphasize those training spoken

documents having more sentences incorrectly ranked by the previously selected weak

rankers, which actually is evidenced by the corresponding summarization evaluation

scores of the training spoken documents. Hence, consecutive rankers concentrate on

dealing with those �hard-to-summarize� documents.

In implementation, we follow the original de�nition of AdaRank (Xu and Li,

2007) by using single summarization features (cf. Section 3.4) as weak rankers.

Given a set of training spoken document H = {(Dn,Yn)}Nn=1, where Yn is the

ideal importance ranking of sentences in a document Dn provided by human sub-

jects, AdaRank will select, at each iteration t, a single summarization feature ut

(cf. Section 3.4) that has the best overall evaluation performance on the training

documents:

N∑
n=1

wt(Dn)× E(Γ(Dn, ut),Yn), (5.6)
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where Γ(Dn, ut) is the automatically generated summary with a speci�c ordering of

selected sentences based on feature xt; E(Γ(Dn, ut),Yn) denotes the summarization

performance on the document Dn evaluated using solely the feature ut, usually

ranging from 0 to 1; wt(Dn) denotes the contribution of Dn made to the training at

iteration t, which can be further expressed by

wt(Dn) =
exp{−E(Γ(Dn,Ut−1),Yn)}∑N

n′=1 exp{−E(Γ(Dn′ ,Ut−1),Yn′)}
, (5.7)

where E(Γ(Dn,Ut−1),Yn) is the summarization performance on the document

Dn using all the summarization features selected from iterations 1 to t − 1, i.e.,

Ut−1 = {u1, u2, · · · , ut−1}. (5.7) reveals that a document having higher summa-

rization performance with the features selected so far (or during the previous t− 1

iterations) will play a less important role at the current iteration. Also noteworthy

is that as a speci�c summarization feature ut being selected at iteration t, its corre-

sponding weight αt will be determined by AdaRank through the following equation:

αt =
1

2
· ln

∑N
n=1wt(Dn)× {1 + E(Γ(Dn, ut),Yn)}∑N
n′=1wt(Dn′)× {1− E(Γ(Dn′ , ut),Yn′)}

. (5.8)

At the end, with the completion of iteration T , we can rank a spoken sentence Si

according to its importance score I(Si) expressed by

I(Si) =
T∑
t=1

αt × g(Si, ut), (5.9)

where g(Si, xm) is the corresponding decision value of the selected feature xm that

is employed to represent Si.

5.3 Discriminative Training

Although the above-mentioned methods have demonstrated their superiority over

conventional approaches in the literature, there was not much e�ort to elucidate

how various training objective functions can be derived from a uni�ed and system-

atic point of view. Moreover, the learning algorithms developed are usually highly

dependent on ranking model structures, which may make them hard to extended

and apply to other ranking models. In this section, we present a uni�ed learning
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framework from the perspective of Bayes decision theory (Berger, 1985). Bayes de-

cision theory has set the foundations for many statistical pattern recognition and

classi�cation problems. It quanti�es the trade-o� between various decisions and

the potential cost that accompanies each decision. Along with the support of the

theoretical foundation, the reason why the proposed methods can work well will be

made more concrete. Moreover, two instantiations derived from this learning frame-

work, namely, Maximum Relevance Estimation (MRE) and Minimum Ranking Loss

Estimation (MRLE), will be introduced for training the ranking model as well.

5.3.1 Bayes Risk Minimization Framework

The Bayes decision theory, which quanti�es the tradeo� between various decisions

and the poten-tial cost that accompanies each decision, is perhaps one of the most

prominent principles that can be used to guide the choice of a course of action in the

face of uncertainties underlying the decision process (Berger, 1985). Stated formally,

a decision-making problem may consist of four basic elements: 1) an observation O

from a random variable O, 2) a set of possible decisions (or actions) α ∈ A, 3)

the state of nature θ ∈ Θ, and 4) a loss function (also called cost function) L(α, θ)

which speci�es the cost associated with a chosen decision a give that θ is the true

state of nature. As an illustration, for a binary classi�cation problem, the state of

nature θ can be either �the positive class (θ = 1)� or �the negative class (θ = 0),�

while the decision α means the class assignment for a particular observation. The

expected risk associated with taking decision a is given by

R(α|O) =

∫
θ
L(α, θ)× p(θ|O)dθ, (5.10)

where p(θ|O) is the posterior probability of the state of nature being θ give the

observation O. The Bayes decision theory states that the optimum decision can be

made by contemplating each action α, and then choosing the action α∗ for which

the expected risk is minimum:

α∗ = arg min
α

R(α|O). (5.11)

The notion of minimizing the Bayes risk has recently attracted much attention

and been applied with success to many natural language processing tasks, such as
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Automatic Speech Recognition (ASR) (Goel and Byrne, 2000), Machine Translation

(MT) (Kumar and Byrne, 2004) and Information Retrieval (IR) (Zhai and La�erty,

2006).

Without loss of generality, let us denote the input space X as all possible ob-

servations and output space Y as equivalent to the space of all possible actions A.

Furthermore, we assume there exists a decision maker which is parameterized by a

set of model parameters ξ ∈ Ξ. Therefore, we can break the Bayes risk minimization

problem down into two separate stages: the decision making stage and the param-

eter inference stage. For the decision making stage, the best decision for the input

x can be expressed as the search for the best candidate output y∗ from the output

space Y that minimizes the expected risk which is given by

y∗ = arg min
y

R(y|x; ξ)

= arg min
y

∫
y′∈Y

L(y, y′)× p(y′|x; ξ)dy′, (5.12)

where p(y′|x; ξ) is the posterior probability of an input x being assigned to the

output y′ under the model parameter set ξ and L(y, y′) is used to measure the loss

incurred by choosing the output y when the correct output is y′. On the other hand,

for the parameter inference stage, if training instances, consisting of the ground-

truth outputs ŷ associated with all individual inputs x, are presented in the case of

supervised training scheme, then the optimum model parameters can be estimated

by minimizing the overall expected risk de�ned as follows:

ξ∗ = arg min
ξ

∫
x∈X

R(ŷ|x; ξ)× p(x)dx

= arg min
ξ

∫
x∈X

∫
y∈Y
L(y, ŷ)× p(y|x; ξ)× p(x)dydx. (5.13)

5.3.2 Minimum Bayes Risk for Training the Summarizer

Although we have described a general formulation for the decision making and

parameter inference on the grounds of the Bayes decision theory in the previous

subsection, we focus hereafter only on the discussion of adopting the theory to

parameter inference of the summarizer, while the focus of the next chapter will be
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on how to apply it to summary sentences selection. In the context of extractive

speech summarizaion, summary sentences that are presented to a user are usually

ranked by the degree of importance of each sentence Si with respect to a given

spoken document D. Hence, the ranking problem could be alternatively stated as

�nding a ranking (or scoring) function that assigns an appropriate importance score

to each sentence Si with respect to the document D. Then, sentences are sorted in

descending order and the sentences with higher ranking scores are presented to the

user according to the pre-de�ned summarization ratio.

Formally, we assume each sentence Si in a spoken document D to be summarized

is associated with a set of J representative features xi = {xi1, · · · , xij , · · · , xiJ}. A

ranking function f : x 7→ R with a parameter set ξ is utilized to determine the im-

portance score of each sentence Si to the document D based on such features. In the

training stage, we are given a set of training documents D = {D1, · · · , Dn, · · · , DN}

and their summary information. There also exists a set of countable ranks (or labels)

P = {l1, l2, · · · , lP } each of which can be assigned to a given sentence. Building on

the notion of Bayes risk minimization, the training procedure here could be stated

as �nding the best ranking function f∗ that can minimize the overall expected risk

de�ned in (5.13). It should be borne in mind that the integral in (5.13) will be

computed over the whole input and output spaces, which could be impossible to

enumerate. In reality, we are only given a �nite number of independent and identi-

cally distributed (i.i.d) training instances; that is, we may instead try to estimate a

ranking function f that can minimize the overall empirical expected risk R̃all:

R̃all =

|D|∑
n=1

|Dn|∑
i=1

R(f(x
(Dn)
i ; ξ))× P (x

(Dn)
i ), (5.14)

where |D| is the number of training documents and |Dn| is the number of sentences

in the document Dn. If we further assume that the prior probability P (x
(Dn)
i ) is

uniformly distributed and expand the expected risk term R(f(x
(Dn)
i ; ξ)), the above

equation can be rewritten as:

R̃all ≈
|D|∑
n=1

|Dn|∑
i=1

|Dn|∑
j=1

L(y
(Dn)
i , y

(Dn)
j )× P (y

(Dn)
j |x(Dn)

j , Dn; ξ), (5.15)
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where P (y
(Dn)
j |x(Dn)

j , Dn; ξ) is the posterior probability of y
(Dn)
j given that the sen-

tence x
(Dn)
j and the document Dn are observed; L(y

(Dn)
i , y

(Dn)
j ) is the loss function

that characterizes the ranking relation between two sentences. As a result, the op-

timal parameter set ξopt of the ranking function f
∗ can be estimated by minimizing

(5.15):

ξopt = arg min
ξ

|D|∑
n=1

|Dn|∑
i=1

|Dn|∑
j=1

L(y
(Dn)
i , y

(Dn)
j )× P (y

(Dn)
j |x(Dn)

j , Dn; ξ). (5.16)

This framework can be regarded as a generalization of several existing discrim-

inative training methods by employing di�erent types of loss function. Here, we

illustrate two particular parameter estimation methods derived from such frame-

work, namely, Maximum Relevance Estimation (MRE) and Minimum Ranking Loss

Estimation (MRLE).

5.3.2.1 Maximum Relevance Estimation (MRE)

The most straightforward way of designing the loss function is to use a 0-1 loss

function where the loss function L(y
(Dn)
i , y

(Dn)
j ) will take value 0 if the two sentences

have an identical label and the sentence belongs to a summary sentence, and 1

otherwise. Then, (5.16) can be alternatively represented by

ξMRE = arg min
ξ

|D|∑
n=1

|Dn|∑
i=1

|Dn|∑
j=1,j 6=i

L(y
(Dn)
i , y

(Dn)
j )× P (y

(Dn)
j |x(Dn)

j , Dn; ξ)

= arg max
ξ

|D|∑
n=1

∑
Si∈SDn

P (y
(Dn)
i |x(Dn)

i , Dn; ξ). (5.17)

where SDn denotes the set of summary sentences for the document Dn. The ob-

jective function in (5.17) is actually equivalent to maximizing the probability of

sentences that are deemed important to documents. If the ranking function has

the capability to give higher scores to important sentences, then we can expect

to have better summarization performance. Also note that this is very similar to

the objective functions used in other discriminative training approaches, such as

Maximum Mutual Information Estimation (MMIE) (Bahl et al., 1986) and Con-

ditional Maximum Likelihood Estimation (CMLE) (Roark et al., 2007) that have

been investigated for automatic speech recognition.
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5.3.2.2 Minimum Ranking Loss Estimation (MRLE)

A potential drawback of using the 0-1 loss function is that the ranking preference

relationship has not been taken into account. To mitigate this problem, we thus

de�ne the loss function as:

L(y
(Dn)
i , y

(Dn)
j ) = w

(Dn)
ij =


1 y

(Dn)
j ≺ y(Dn)

i

0 otherwise

(5.18)

where a loss will be incurred when y
(Dn)
j ≺ y

(Dn)
i . The basic intuition is that we

use (5.18) to render any sentence pair that is incorrectly ranked. In other words, we

can only consider the risk incurred by those sentences which are belonging to the

summary and ignore the risk caused by others. Therefore, (5.16) becomes:

ξMRLE = arg min
ξ

|D|∑
n=1

∑
Si∈SDn

|Dn|∑
j=1

P (y
(Dn)
j |x(Dn)

j , Dn; ξ)× w(q)
ij . (5.19)

The last term (the summation over the sentences in a document) in (5.19) is equiv-

alent to the calculation of the expected ranking error given the evidence that the

sentence Si is the summary sentence. Hence, MRLE can diminish ranking errors

of any sentence pair with respect to the document Dn to obtain a better ranking

function. The objective function is, in essence, close to those that had ever used in

Minimum Phone Error Training (MPE) (Povey and Woodland, 2002) in the �eld

of automatic speech recognition and Minimum Error Rate Training (MERT) (Och,

2003) in the machine translation research.

5.3.2.3 Model Implementation

As can be seen in (5.17) and (5.19), the calculation of the expected risk involves

the estimation of the posterior probability P (y
(Dn)
j |x(Dn)

j , Dn; ξ) which in fact is the

output from a ranking model. In general, there are two distinct schools of thought

that can be utilized to construct the ranking model: generative or discriminative ap-

proaches (Bishop and Lasserre, 2007). For generative approaches, the ranking model

is constructed by explicitly or implicitly modeling the join probability distribution
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p(x, y) over both input features and output variables. Then, the posterior probabil-

ity can be estimated through the use of Bayes' theorem. Popular methods of this

thought include Gaussian Mixture Model (GMM), Hidden Markov Model(HMM),

Bayesian Network(BN) and Markov Random Fields (MRF). Contrast with genera-

tive approaches, discriminative approaches make no explicit assumptions regarding

the underlying probability distribution of the input features and output variables;

they instead focus on leaning a discriminant function that maps the inputs directly

into the target outputs. In other words, the posterior probability could be com-

puted directly by the discriminant function without any intermediate transformation

steps. Successful examples of this modeling paradigm include Support Vector Ma-

chine (SVM), Conditional Random Fields (CRF) and Neural Networks (NN). Each

of thought has its own merits and limitations (Bishop and Lasserre, 2007), and it is

hard to conclude which is the best suit for extractive speech summarization. Noted

here that several studies have shown that discriminative training techniques could

be bene�cial to both of them. In what follows, we will shed light on one possible

way to demonstrate the utility of discriminative training.

Instead of using a generative approaches, the ranking model used here is the

so-called Global Conditional Log-Linear Model (GCLM) (Roark et al., 2007), which

belongs to the paradigm of discriminative approaches. It has gained much attention

and has shown its superiority to the generative modeling approaches in many NLP

tasks in recent years (Och, 2003; Roark et al., 2007). In GCLM, the posterior

probability of the output y given an input observation x is computed by

P (y|x; ξ) =
1

Z(x, ξ)
× exp(Φ(y, x) · ξ), (5.20)

where Φ(y, x) is a feature vector used to characterize label y and x; ξ is the corre-

sponding parameter vector and Z(x, ξ) =
∑

y′∈Y exp(Φ(y′, x) · ξ) is a normalization

factor.

For extractive speech summarization, we adopt a very similar form to construct

the ranking function. Given a sentence Sj in the document D, the ranking function

will compute the relevance degree of a sentence Sj to the document D as follows for
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sentences ranking:

P (y
(D)
j |x

(D)
j , D; ξ) =

1

Z(D, ξ)
× exp(x

(D)
j · ξ), (5.21)

where Z(D, ξ) =
∑|D|

i=1 exp(x
(D)
i · ξ). Consequently, the parameters of the ranking

function can be optimized by substituting (5.21) into (5.17) or (5.19). In this disser-

tation, we use Stochastic Gradient Descent (SGD) technique to update the model

parameter iteratively:

ξnew = ξold − ε×5Objective , (5.22)

where ε is the step size and the gradients of MRE and MRLE are shown in (5.23)

and (5.24), respectively.

5MRE =

|D|∑
n=1

∑
Si∈SDn{∑|Dn|

j=1 x
(Dn)
j exp(x

(Dn)
j · ξold − x

(Dn)
i · ξold)−

∑|Dn|
j=1 x

(Dn)
i exp(x

(Dn)
j · ξold − x

(Dn)
i · ξold)∑|Dn|

j=1 exp(x
(Dn)
j · ξold − x

(Dn)
i · ξold)

}

(5.23)

5MRLE =

|D|∑
n=1

∑
Si∈SDn

|Dn|∑
j=1

w
(Dn)
ij × exp(x

(Dn)
j · ξold)

{∑|Dn|
k=1 exp(x

(Dn)
k · ξold)× (x

(Dn)
j − x

(Dn)
k ){∑|Dn|

k=1 exp(x
(Dn)
k · ξold)

}2

}

(5.24)

5.4 Experimental Results

5.4.1 Experiments on RankSVM and AdaRank for Extractive

Speech Summarization

We �rst examine the summarization performance achieved by SVM when using

di�erent amounts of labeled data. The proportions of summary sentences in a
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Table 5.1: The summarization results achieved by SVM with respect to di�erent

amounts of labeled data.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

10% Label 0.406 0.270 0.341

20% Label 0.426 0.287 0.361

30% Label 0.420 0.277 0.359

Table 5.2: The summarization results achieved by SVM, RankSVM and AdaRank,

respectively.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

SVM 0.406 0.270 0.341

RankSVM 0.416 0.288 0.353

AdaRank 0.427 0.286 0.356

training spoken document are set in accordance with di�erent ratios (i.e., 10%,

20% and 30%) of all the sentences in the document. The corresponding results

are presented in Table 5.1. SVM appears to perform better when the numbers of

labeled summary and non-summary sentences become more balanced (e.g., 20% or

30% summary labels), but its performance will degrade when the numbers of labeled

summary and non-summary sentences become more imbalanced (e.g., 10% summary

labels). Compared to the results obtained by using more balanced data (e.g., 20%

or 30% summary labels), the relative summarization performance degradations are

about 4-5% according to ROUGE evaluation metrics.

In the second experiment, we evaluate the utility of RankSVM and AdaRank.

The associated results are shown in Table 5.2 where the results obtained by SVM

are also listed for comparison. Notice here that SVM, RankSVM and AdaRank are
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Table 5.3: The summarization results achieved by MRE and MRLE, respectively.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

MRE 0.427 0.288 0.363

MRLE 0.430 0.287 0.372

all learned from 10% summary labels. As can be seen, both Ranking SVM and

AdaRank provide substantial improvements over SVM, while AdaRank performs

slightly better than RankSVM. The experimental results justify our postulation that

these two training criteria have good potential for extractive speech summarization.

They also demonstrate the side bene�t of mitigating the imbalanced-data problem

as compared to the traditional SVM approach.

5.4.2 Experiments on MRE and MRLE for Extractive Speech

Summarization

In the third set of experiments, we investigate the performance of MRE and MRLE.

We �rst use 10% summary labels to train summarizers and the corresponding re-

sults are illustrated in Table 5.3. Several observations can be drawn from Table

5.3. First, both MRE and MRLE signi�cantly outperform the SVM summarizer

(cf. Table 3.10). It can be also seen that both MRE and MRLE perform on par

with RankSVM and AdaRank. Second, there is no obvious di�erence between the

performance of MRE and that of MRLE. This may be explained by the fact that us-

ing the binary labeling strategy will somehow weaken the learning ability of MRLE.

In order to better understand the e�ect of labeling bias on MRLE, we set three dif-

ferent labeling strategies for MRLE model training. Each sentence in the training

documents is labeled as �summary sentence�, �possible summary sentence�, or �non-

summary sentence�. For example, we can label the top 10% important sentences

in a document as summary sentences; 10%-20% important sentences as possible

summary sentences and the remaining sentences as non-summary sentences (cf.,



76 Chapter 5. Supervised Summarization

Table 5.4: Di�erent labeling setup for MRLE model training.

Label Type

Summary Possible Non-Summary

MRLE.1 0 - 10% 10 - 20% 30-100%

MRLE.2 0 - 10% 10 - 30% 40-100%

MRLE.3 0 - 20% 20 - 40% 40-100%

Table 5.5: The summarization results achieved by MRLE with respect to di�erent

labeling setup.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

MRLE.1 0.436 0.292 0.370

MRLE.2 0.439 0.296 0.374

MRLE.3 0.440 0.299 0.376

MRLE.1). The variant labeling setups are illustrated in Table 5.4. Observing Table

5.5, we notice MRLE.3 outperforms MRLE.2, and MRLE.2 seems to perform better

than MRLE.1. These results, to some extent, reveal that MRLE has the capabil-

ity to capture the intrinsic characteristics (or preference information) embodied in

the training data. Compared to the results obtained by SVM, MRLE.3 achieves a

relative improvement of about 8%-10% in various ROUGE measures.

5.4.3 Experiments on MRE and MRLE for Information Retrieval

In addition to speech summarization experiments, we also conducted another set

of experiments on an IR task to further verify the e�ectiveness of the proposed

methods. We used the LETOR (LEarning TO Rank) 3.0 benchmark dataset for the

task (Qin et al., 2010). We chose the OHSUMED dataset, which consists of 348,566

test documents and 106 queries, as our experimental corpus. There are a total

of 16,140 query-document pairs. Each query-document pair has 45 features. The
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Figure 5.1: Ranking accuracy of various methods on OHSUMED dataset.

relevance degree of a document with respect to a query is judged by humans with

three levels: de�nitely relevant, partially relevant, or non-relevant. The dataset

is partitioned for a 5-fold cross validation; each fold includes training, test and

validation sets. For each trail, three of the subsets are used for training, one for

validation, and the other one for testing the performance of the ranking model.

That is, any query-document pair appearing in the validation or test set will not

be used for model training. For the assessment of the ranking performance, we

use Mean Average Precision (MAP) and Normalized Discounted Cumulative Gain

(NDCG). The results reported are those averaged over the �ve folds.

Figure 5.1 shows experimental results conducted on the OHSUMED Dataset.

It should be mentioned that for MRLE, we adopted two di�erent query-document

relevance judgments: MRLE.1 uses binary relevance judgments (i.e., the document

is relevant or non-relevant to the query) and MRLE.2 uses three-level rating (i.e.,

a document is de�nitely relevant, partially relevant, or non-relevant to the query).

Several celebrated learning-to-rank algorithms are also tabulated for comparison,

including regression, RankSVM (Joachims, 2002), RankBoost (Freund et al., 2003),

FRank (Tsai et al., 2007) and ListNet (Cao et al., 2007). Observing Figure 5.1

we notice several points of interest. First, MRE outperforms MRLE in the cases
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of NDCG@1 and NDCG@2. One possible explanation is that the MRLE tries to

minimize the expected ranking errors so as to improve the overall ranking accu-

racy; it cannot guarantee that highly relevant documents will always remain in a

higher ranked position. When we examined other ranking positions (e.g., NDCG@3,

NDCG@5 or NDCG@10), we found that MRLE performs consistently better than

MRE. Second, MRLE.1 yields results worse than those obtained by MRLE.2. This

phenomenon might be explained by the fact that binary relevance judgments do not

provide enough information to distinguish between de�nitely relevant documents

and partially relevant documents. Third, the proposed methods consistently out-

perform all other methods compared in terms of the NDCG evaluation metric.

5.5 Summary

In this chapter, we have investigated various training strategies for constructing a

speech summarizer. The experimental results shown in the previous section demon-

strate the e�ectiveness of the proposed methods. As can be seen in Table 5.2,

both the learning to rank and direct optimization demonstrate good potential for

extractive speech summarization. One approach learns the classi�cation capability

of a summarizer on the basis of the pair-wise ordering information of sentences in a

training document according to a degree of importance. The other approach trains

the summarizer by directly maximizing the associated evaluation score.

The discriminative approaches (e.g., MRE and MRLE) seem to perform better

than RankSVM and AdaRank; also, MRLE outperforms MRE. This can be reason-

ably inferred from the loss function they utilized. The use of 0-1 loss function in

MRE does not fully consider the ranking preference between instances, while MRLE

considers the loss incurred by any pair of training instances. Consequently, we con-

clude MRE has a lower generalization capability than MRLE. When comparing the

training objective functions of MRE and MRLE (cf., (5.17) and (5.19)), it is known

that MRE has a concave training objective function, and thus guarantees a global

optimum solution. However, the training objective function for MRLE is not con-

cave; it sometimes leads to the problem of convergence to local optimal solutions. In
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addition, the computational cost for MRLE is higher, since it considers all instance

pairs having ranking errors. On the other hand, MRE only considers those instances

that have higher ranks (e.g., the summary sentences).





Chapter 6

Risk-Aware Summarization

Framework

From the previous two chapters, we can see that a spoken sentence to be selected

as part of a summary may be considered from the following three factors (although

one can still tackle the extractive summarization problem from a di�erent point of

view): 1) salience - the importance of the sentence itself, which is usually evident

from its structure, location, prosodic or word-usage information; 2) relevance -

the more relevant a sentence to the whole document or the other sentences in the

document, the more likely it should be included in the summary; and 3) redundancy

- the information carried by the sentence and that of the already selected summary

sentences should cover di�erent topics or concepts of the document. Quite a few

studies with either supervised or unsupervised machine-learning methods have been

designed to address the above three factors to a certain extent (Liu and Hakkani-Tur,

2011).

For the salience factor, a typical example is to estimate the salience of each spo-

ken sentence with supervised machine-learning techniques. It can be thought of as a

two-class (i.e., summary and non-summary) sentence-classi�cation problem (Kupiec

and Chen, 1999): A sentence with a set of indicative features is fed to the classi�er

(or summarizer) and a classi�cation result is then output from it in view of these fea-

tures. Summary sentences are subsequently ranked and compiled according to those

classi�cation results. Although such supervised summarizers are e�ective, most of

them usually explicitly assume that sentences are independent of each other and

each sentence is classi�ed individually without allowing for the relationship among

the sentences (the so-called �bag-of-sentences� assumption). The other potential
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shortcoming is that a set of handcrafted document-reference summary exemplars

are required for training the summarizers; however, such summarizers tend to limit

their generalization capability and might not be readily applicable for new tasks or

domains. There is another school of thought that attempts to conduct document

summarization using unsupervised machine-learning approaches, getting around the

need for manual annotation of training data. The common basic idea behind these

summarizers is typically based on the conception of the relevance (or similarity)

of a sentence to other sentences (Gong and Liu, 2001). Put simply, sentences bear-

ing more similarity to the document itself (or the other sentences in the document)

are deemed more relevant to the main theme of the document; such sentences thus

will be selected as part of the summary. Moreover, unsupervised summarizers are

usually constructed only on the basis of the lexical information without considering

other sources of information, whereas imperfect speech recognition often leads to

degraded performance when using only lexical information. On the other hand, for

the last factor, redundancy , maximum marginal relevance (MMR) (Carbonell and

Goldstein, 1998) is usually considered to be a good remedy. MMR performs sentence

selection iteratively by striking the balance between topic relevance and coverage.

Building on these observations, it is expected that researches conducted along

the above-mentioned lines could complement each other, and it might be possible

to extend their individual merits to overcome their inherent limitations. There-

fore, we propose a risk-aware modeling framework stemming from Bayes decision

theory to naturally accommodate di�erent modeling paradigms and also provide a

more systematic mechanism to render the salience , relevance and redundancy

relationships among sentences and between sentences and the whole document.

6.1 Risk-Aware Summarization Framework

Extractive summarization can be viewed as a decision-making process in which the

summarizer attempts to select a representative subset of sentences from the orig-

inal documents. As can be seen from Section 4, the Bayes decision theory, which

quanti�es the tradeo� between various decisions and the potential cost that accom-
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panies each decision (Berger, 1985), is perhaps the most suitable one; it can be used

to guide the summarizer in choosing a course of action in the face of uncertainties

underlying the decision-making process. The expected risk associated with taking

decision a is given by

R(α|O) =

∫
θ
L(α, θ)× p(θ|O)dθ, (6.1)

where p(θ|O) is the posterior probability of the state of nature being θ given the

observation O. Bayes decision theory states that the optimum decision can be made

by contemplating each action α, and then choosing the action α∗ for which the

expected risk is minimum:

α∗ = arg min
α

R(α|O). (6.2)

In the same way, we formulate extractive speech summarization as a Bayes risk

minimization problem in this dissertation. Without loss of generality, let us denote

π ∈ Π as one of the possible selection strategies which comprises a set of indicators

used to address the importance of each sentence Si in a document D to be summa-

rized. For notational convenience, we refer to the k-th action αk as choosing the

k-th selection πk, and the observation O as the document D to be summarized. The

expected risk of a certain selection strategy πk is given by

R(πk|D) =

∫
π
L(πk, π)× p(π|D)dπ. (6.3)

Consequently, the ultimate goal of extractive summarization could be stated as

the search of the best selection strategy π∗ from the space of all possible selection

strategies that minimizes the expected risk, de�ned as follows:

π∗ = arg min
πk

R(πk|D)

= arg min
πk

∫
π
L(πk, π)× p(π|D)dπ. (6.4)

As can be seen in (6.4), the realization of Bayes decision theory for extractive

speech summarization requires: 1) a practical de�nition of the selection strategy π,

2) an e�cient and accurate way to estimate the probability of choosing a particular
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selection strategy π given D (i.e., p(π|D)), and 3) an e�ective mechanism to measure

the loss function between any two selection strategies (i.e., L(πk, π)). In what

follows, we will shed light on each of these three ingredients from various points

of view.

6.1.1 Selection Strategy

A feasible selection strategy can be fairly arbitrary according to the underlying

principle. For example, this could be a set of binary indicators denoting whether

a sentence should be selected as part of summary or not. In addition, it may also

be a ranked list used to address the importance degree of each individual sentence.

Here, we present two di�erent instantiations of it where the selection strategy can

be either �sentence-wise� or � list-wise.�

6.1.1.1 Sentence-wise Selection Strategy

For the sentence-wise selection strategy, we assume that summary sentences can

be iteratively chosen (i.e., one at each iteration) from the original document until

the aggregated summary reaches a prede�ned target summarization ratio. More

concretely, the selection strategy is represented by a binary decision vector, of which

each element corresponds to a speci�c sentence Si in the document D and designates

whether it should be selected as part of the summary or not. It turns out that the

binary vector for each possible action will have just one element equal to 1 and all

the others equal to zero (or the so-called �one-of-n� coding). For ease of notation,

we denote the binary vector by Si when the i-th element has a value of 1. Therefore,

(6.4) can be reduced to

S∗ = arg min
Si∈D̃

R(Si|D̃)

= arg min
Si∈D̃

∑
sj∈D̃

L(Si, Sj)× P (Sj |D̃), (6.5)

where D̃ denotes the remaining sentences that have not been selected into the sum-

mary yet (i.e., the �residual � document); P (Si|D̃) re�ects the importance degree of

a sentence Si given the residual document D̃.
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6.1.1.2 List-wise Selection Strategy

The iterative (or greedy) selection procedure described above may sometimes result

in a suboptimal selection. For example, the information carried by a verbose sen-

tence would be succinctly depicted by one or more other concise (short) sentences

which cover more topics of interest. To address this potential shortcoming, one may

formulate the extractive summarization as a maximum convergence problem under

a summary length constraint and solve the problem by exploiting some global infer-

ence algorithms, such as integer linear programming (ILP) (McDonald, 2007; Gillick

et al., 2009). We, however, present here an alternative remedy to address the issue

by exploring the so-called list-wise selection strategy under the risk minimization

framework. Speci�cally, we contemplate every possible combination (or subset) of

sentences in a spoken document as a candidate summary ψ; then, the best summary

can be constructed through the following equation

Summary = arg min
ψi∈ΨD

∑
ψj∈ΨD

L(ψi, ψj)× P (ψj |D), (6.6)

where ΨD denotes all possible combinations of sentences in a spoken document D

(i.e., the set of all possible candidate summaries); P (ψj |D) is the probability of

ψj being the summary given the document D. For practical implementation, it

would be impossible to enumerate all possible combinations of summary sentences

for forming the summary of a spoken document, due to the reason that the number

of possible combinations would grow exponentially as the number of sentences in a

document increases. To reduce the computational overhead, we can �rst use some

prior knowledge, for example, the sentence-wise selection strategy, to select a set of

possible summary sentences as the candidates for being considered to be included in

the summary, and then enumerate all possible combinations (or samplings) of these

sentences under a speci�c constraint of the length of the target summary.

6.1.2 Evidence Modeling

As mentioned in Section 5.3.2.3, the posterior probability P (π|D) of a particular

selection strategy π given the document D could be estimated from two di�erent



86 Chapter 6. Risk-Aware Summarization Framework

schools of thought: generative and discriminative modeling paradigms (Bishop and

Lasserre, 2007). Here, we illustrate how these two modeling paradigms can be

adopted in the presented risk-aware summarization framework.

6.1.2.1 Generative Modeling

In generative modeling, the posterior probability P (π|D) is evaluated through the

data generation process. The basic idea behind this line of research assumes that

the data is drawn from some parameterized probabilistic models and prior beliefs.

By the application of Bayes' rule, the posterior probability P (π|D) can be further

decomposed as

P (π|D) =
P (D|π)× P (π)

P (D)
, (6.7)

where P (D|π) is the generative probability given a particular selection strategy π;

P (π) is the prior probability of π and P (D) is the marginal probability of D, which,

for example, can be approximated by the following expression when the possible

selection strategies are countable:

P (D) =
∑
π′∈Π

P (D|π′)× P (π′). (6.8)

6.1.2.2 Discriminative Modeling

Discriminative modeling, on the other hand, focuses on learning (or estimating) the

probability of a direct mapping from an input variable (e.g., D) to an output vari-

able (e.g., π). In other words, the posterior probability P (π|D), viewed as a kind of

discriminative model, is estimated directly without recourse to an intermediate step

that explicitly represents the data generation process as done by generative model-

ing. It should be noted that discriminative modeling usually demands the training

data equipped with labeled information for learning the associated parameters. For

a thorough discussion of generative modeling and discriminative modeling, please

refer to (Bishop and Lasserre, 2007).
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6.1.3 Loss Function

The loss function L(πi, πj) introduced in the proposed risk-aware summarization

framework measures the relationship between any pair of selection strategies. For

example, in the sentence-wise selection strategy, when a given sentence is dissimilar

to most of the other sentences, it may incur a higher loss as it is taken as the rep-

resentative sentence (or summary sentence) to represent the main theme embedded

in the other sentences. Consequently, the loss function can be built on the grounds

of the similarity measure. Here, we take the sentence-wise selection strategy as an

example to illustrate how to measure the relationship between any pair of sentences

through the design of meaningful loss functions L(Si, Sj), while the loss functions

for the list-wise selection strategy can be constructed in the same way.

6.1.3.1 VSM Loss Function

We may �rst represent each sentence Si in vector form, where each dimension spec-

i�es the weighted statistic zi,w, e.g., the product of the term frequency and inverse

document frequency scores associated with a word w, re�ecting its importance to

Si. Then, the cosine similarity measure Sim(Si, Sj) is used to estimate the rele-

vance between any given two selection strategies Si and Sj (it is assumed that the

relevance between two selection strategies is correlated with the similarity between

them):

Sim(Si, Sj) =

∑
w∈V zi,w × zj,w√∑

w∈V zi,w
2 ×

√∑
w∈V zj,w

2
, (6.9)

where V denotes the vocabulary set. The loss function is thus de�ned by

LVSM(Si, Sj) = 1− Sim(Si, Sj). (6.10)

This means that LVSM(Si, Sj) is inversely proportional to the similarity measure

Sim(Si, Sj) between sentences Si and Sj .

6.1.3.2 KL-Divergence Loss Function

We may assume that if two sentences Si and Sj are similar to each other, words w

in each of them should be drawn from the same probability distribution. Therefore,
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we can use the KL-divergence measure, which assesses the relationship between any

pair of probability distributions from a rigorous information-theoretic perspective,

to quantify how close any two sentences Si and Sj are:

LKL(Si, Sj) =
∑
w∈V

P (w|Sj)× log
P (w|Sj)
P (w|Si)

, (6.11)

where w denotes a speci�c word in the vocabulary set V. It should be borne in mind

that the closer the sentence generative model P (w|Si) to the sentence generative

model P (w|Sj), the more likely Si is relevant to Sj . Therefore, (6.11) is a measure

of the probability distance between the sentence generative models of Si and Sj .

6.2 Implementation Details

In this section, we describe a few practical implementation and technical details

involved in the risk-aware summarization framework.

6.2.1 Generative Modeling

6.2.1.1 Generative Probability

We explore the language modeling approach (cf. (4.2)) to predict the generative

probability P (D|π). In the LM approach, each selection strategy π (virtually, π

may correspond to a sentence for the sentence-wise selection strategy, or a subset of

possible summary sentences for the list-wise selection strategy) is simply regarded

as a probabilistic model for predicting the document. If we further assume that

words are conditionally independent given π and their order is of no importance

(i.e., the so-called �bag-of-words� assumption), then P (D|π) can be decomposed as

a product of unigram probabilities of words w generated by π:

P (D|π) =
∏
w∈D

P (w|θπ)c(w,D), (6.12)

where c(w,D) is the number of times that index term (or word) w occurs in D,

re�ecting that w will contribute more in the calculation of P (D|π) if it occurs more

frequently in D. The simplest way is to estimate the probabilistic model P (w|θπ) on



6.2. Implementation Details 89

the basis of the frequency of word w occurring in π, with the maximum likelihood

estimation:

P (w|θπ) =
c(w, π)

|π|
, (6.13)

where c(w, π) is the number of times that word w occurs in π and |π| is the number

of words in π. (6.12) is a literal term matching strategy and may su�er the prob-

lem of unreliable model estimation owing particularly to only a few sampled words

being present in π. To mitigate this potential problem, a unigram probability (or

background model) P (w|θC) estimated from a general collection, which models the

generic characteristics of words in the target language, is often used to smooth the

generative model (Zhai, 2008):

P̂ (w|θπ) = λ× P (w|θπ) + (1− λ)× P (w|θC), (6.14)

where λ is a weighting parameter. See Zhai (2008) for an in-depth treatment of

more elaborate ways to construct the generative model.

As an illustration, consider the sentence-wise selection strategy where the cal-

culation of the probability P (D|π) is equivalent to the calculation of sentence gen-

erative probability P (D|Sj) if π corresponds to any arbitrary sentence Sj . The

probability P (D|Sj) can be interpreted as the likelihood of the (residual) document

D being generated by Sj . If Sj generates D with a higher likelihood, it would be

more likely to be a summary sentence. Thus, P (D|Sj) captures the degree of rele-

vance of Sj to D. Following the same spirit, we can also use P (D|ψ) to measure the

similarity of a candidate summary (namely, a subset of possible summary sentences)

ψ to D for the list-wise selection strategy.

6.2.1.2 Prior Probability

The prior probability P (π), as shown in (6.7), can be regarded as the likelihood of

a selection strategy π being important without the whole document being seen. It

could be assumed to be uniformly distributed or estimated from a wide variety of

factors, such as the positional information, the lexical information, the structural

information or the inherent prosodic properties embedded in a sentence (or a subset

of sentences) of the spoken document to be summarized.
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Taking the sentence-wise selection strategy as an example, a straightforward way

is to assume that the sentence prior probability P (Sj) is set in proportion to the

posterior probability of a sentence Sj being included in the summary class when

observing a set of indicative features xj of Sj derived from its structure, location,

prosodic and word-usage information, or other sentence importance measures. These

features can be integrated in a systematic way into the proposed framework by

taking the advantage of the learning capability of the supervised machine-learning

methods. Speci�cally, the prior probability P (Sj) can be approximated by:

P (Sj) ≈
P (xj |S)× P (S)

P (xj |S)× P (S) + P (xj |S̃)× P (S̃)
, (6.15)

where P (Xj |S) and P (Xj |S̃) are the likelihoods that a sentence Sj with features

Xj are generated by the summary class S and the non-summary class S̃, respec-

tively; the prior probabilities P (S) and P (S̃) are set to be equal in this dissertation.

Moreover, BC is employed to estimate P (xj |S) and P (xj |S̃).

On the other hand, the prior probability of each candidate summary P (ψ) in the

list-wise selection strategy can be estimated in a similar way as the sentence-wise

selection strategy, or, alternatively, by considering the informativeness, clarity or

redundancy of the constituent elements in the candidate summary (i.e., the sub-

set of possible summary sentences). However, since in this research, the list-wise

selection strategy is implemented by a two-stage selection procedure by �rst using

the sentence-wise selection strategy to select a set of summary sentences to form

the combinations of sentences as the possible candidate summaries, each candidate

summary ψ, to a certain degree, is presumably representative enough. Thus, we

might simply assume that the prior probability of each candidate summary P (ψ) is

uniformly distributed.

6.2.2 Discriminative Modeling

To accomplish discriminative modeling of the posterior probability, in this disser-

tation, we employ the global conditional log-linear model (GCLM) (Roark et al.,

2007) to ful�ll this goal. In GCLM, the posterior probability of an output y given
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an observation (or input) x is represented by

P (y|x; ξ) =
1

Z(x, ξ)
× exp(Φ(y, x) · ξ), (6.16)

where Φ(y, x) is a feature vector used to characterize the relationship between the

output y and the input x; ξ is the corresponding parameter vector; Φ(y, x) · ξ is the

dot product of Φ(y, x) and ξ; and Z(x, ξ) =
∑

y′ exp(Φ(y′, x) · ξ) is a normalization

factor that depends on x and ξ.

In the context of speech summarization, for a spoken document D and a given

selection strategy π (i.e., π is a possible summary sentence for the sentence-wise se-

lection strategy, or a subset of possible summary sentences for the list-wise selection

strategy) associated with its feature vector xπ, the posterior probability P (π|D)

thus can be represented by

P (π|D; ξ) =
1

Z(D, ξ)
× exp(xπ · ξ), (6.17)

where Z(D, ξ) =
∑

π′∈Π exp(xπ′ · ξ) and xπ′ is the feature vector for an arbitrary

selection strategy π′. For the implementation details, please refer to Section 5.3.

6.2.3 Relation to Other Summarization Methods

In this subsection, we illustrate the relationship between our summarization frame-

work (especially taking the pairing of the sentence-wise selection strategy and the

generative modeling paradigm as an example) and a few existing summarization

approaches. We start by considering a special case where a 0-1 loss function is used

in (6.5); in this case, the loss function will take value 0 if the two sentences are

identical, and 1 otherwise. Then, (6.5) can be alternatively represented by

S∗ = arg min
Si∈D̃

∑
Sj∈D̃,Sj 6=Si

P (D̃|Sj)× P (Sj)∑
Sm∈D̃ P (D̃|Sm)× P (Sm)

= arg max
Si∈D̃

P (D̃|Si)× P (Si)∑
Sm∈D̃ P (D̃|Sm)× P (Sm)

= arg max
Si∈D̃

P (D̃|Si)× P (Si) (6.18)

which actually provides a natural integration of a supervised summarizer (i.e., P (Si))

and an unsupervised summarizer (i.e., P (D̃|Si)), as mentioned previously.
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Table 6.1: The summarization performances achieved by BC and LM, respectively.

Evaluation Measures

ROUGE-1 ROUGE-2 ROUGE-L

BC 0.358 0.212 0.298

LM 0.319 0.164 0.253

If we further assume the prior probability P (Si) is uniformly distributed, the

important (or summary) sentence selection problem has now been reduced to the

problem of measuring the sentence generative probability P (D̃|Si), or the relevance

between the document and the sentence. By the same token, the important sentences

of a document can be selected (or ranked) solely based on the prior probability P (Si)

with the assumption of an equal sentence generative probability P (D̃|Si).

6.3 Experimental Results

6.3.1 Experiments on the Sentence-wise Selection Strategy

At the outset, we �rst report the performance of a special case of the risk-aware

summarization framework when conducting speech summarization with both the

sentence-wise selection strategy and the generative modeling paradigm, but using

either the sentence generative model (denoted by the LM summarizer) or the sen-

tence prior model (denoted by the BC summarizer), exclusively (cf. Section 6.2.1).

Here the loss function is simply set to the 0-1 loss function. The corresponding

results are detailed in Table 6.1.

We then turn our attention to investigate the utility of several methods deduced

from the risk-aware summarization framework. We �rst evaluate the performance

of the sentence-wise selection strategy conducted in conjunction with the generative

modeling paradigm (cf. (6.5) and (6.7). As can be seen from the �rst row of Table

6.2, a simple combination of BC and LM (cf. (6.18)) can give about 4% to 6%

absolute improvement compared to the results of BC illustrated at the �rst row of
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Table 6.2: The summarization performances achieved by several methods derived

from the sentence-wise selection strategy conducted in conjunction with the gener-

ative modeling paradigm.

Evaluation Measures

Loss ROUGE-1 ROUGE-2 ROUGE-L

0-1 0.405 0.263 0.362

SIM 0.442 0.315 0.392

KL 0.450 0.310 0.387

MMR 0.446 0.318 0.395

Table 6.1 with various ROUGE metrics. It shows the feasibility of combining super-

vised with unsupervised summarizers. The result, to some extent, also con�rms the

complementary properties of lexical features and non-lexical features. Moreover, we

consider the use of the loss functions de�ned in (6.10) (denoted by SIM) and (6.11)

(denoted by KL), and the corresponding results are shown in the second and third

rows of Table 6.2, respectively. Consulting Table 6.2, we notice two particularities.

First, properly leveraging the loss function greatly boosts the summarization per-

formance. Second, a potential drawback of these two approaches is that they do

not take the redundancy factor into account. To avoid the problem of selecting a

summary sentence having similar (redundant) information that is also contained in

the already selected summary sentences, we may borrow the idea form the MMR

method (Carbonell and Goldstein, 1998) and rede�ne the loss function shown in

(6.10) as

LMMR(Si, Sj) = 1− {β × Sim(Si, Sj)− (1− β)×max
S′∈S

Sim(Si, S
′)} (6.19)

where S represents the set of sentences that have already been included in the sum-

mary and the novelty factor β is used to control the trade-o� between relevance and

redundancy. That is, the loss function expressed in (6.19) is derived according to two

criteria: 1) whether Si is more similar (relevant) to Sj than the other sentences; and

2) whether Si is less similar (relevant) to the set of summary sentences selected so far
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Table 6.3: The summarization performances achieved by several methods derived

from the sentence-wise selection strategy, conducted in conjunction with the gener-

ative modeling paradigm and with uniform prior probability.

Evaluation Measures

Loss ROUGE-1 ROUGE-2 ROUGE-L

0-1 0.319 0.164 0.253

SIM 0.365 0.209 0.305

KL 0.364 0.209 0.301

MMR 0.391 0.236 0.338

than the other sentences. The results for using MMR loss function are reported in

the last row of Table 6.2. To our surprise, MMR gives only a moderate performance

gain. If we further compare the results achieved by MMR with those of BC and LM

as shown in Table 6.1, we can �nd signi�cant improvements . This summarization

method o�ers relative performance improvements of about 14%, 13% and 14%, re-

spectively, in the ROUGE-1, ROUGE-2 and ROUGE-L measures as compared to

the BC baseline.

In the next set of experiments, we simply assume the sentence prior probability

P (Si) is uniformly distributed; we do not use any supervised information cues but

use the unsupervised lexical information only:

S∗ = arg min
Si∈D̃

∑
sj∈D̃

L(Si, Sj)× P (D̃|Sj). (6.20)

The importance of a given sentence is thus considered from two angles: 1) the

relationship between a sentence and the residual document (i.e., the sentence gen-

erative probability P (D̃|Sj)), and 2) the relationship between the sentence and

the other individual sentences (i.e., the value of the loss function L(Si, Sj)). The

results are illustrated in Table 6.3. It should be noted that the coupling of the

uniform prior probability and the 0-1 loss function is equivalent to the baseline LM

approach. These results seem to re�ect that the additional consideration of the



6.3. Experimental Results 95

Table 6.4: The summarization performances achieved by several methods derived

from the sentence-wise selection strategy, conducted in conjunction with the dis-

criminative modeling paradigm.

Evaluation Measures

Loss ROUGE-1 ROUGE-2 ROUGE-L

0-1 0.440 0.299 0.376

SIM 0.444 0.305 0.382

KL 0.443 0.297 0.377

MMR 0.462 0.324 0.402

�sentence-sentence� relationship is bene�cial as compared to that considering only

the �document-sentence� relevance information (cf. the second row of Table 6.1). It

also gives competitive results compared to the performance of BC (cf. the �rst row

of Table 6.1) or other supervised summarizers (cf. Table 3.10). Moreover, as can

be seen in the last row of Table 6.3, it is evident that MMR delivers higher summa-

rization performance than SIM, which in turn con�rms the value of incorporating

the MMR concept into the proposed framework for extractive summarization.

We then explore the performance of the sentence-wise selection strategy con-

ducted in conjunction with the discriminative modeling paradigm (cf. (6.17)) and

the corresponding results are shown in Table 6.4. It is worth mentioning that the

model is trained by using the MRLE criterion (cf. the third row of Table 5.5). Two

observations can be made from Table 6.4. First, when a 0-1 loss function is being

used, the summary sentences are selected solely based on the posterior probability

of each sentence (cf. (6.17)). As compared to the results shown in the �rst row of

Table 6.2, we can �nd that the discriminative modeling paradigm seems to perform

slightly better than the generative modeling paradigm for all cases. Second, as can

be seen from Table 6.4, the use of the SIM and KL loss functions, rather than the

0-1 loss function, provides moderate but consistent improvements. However, such

improvements are not as apparent as those gains achieved by the sentence-wise se-
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Table 6.5: The summarization performances achieved by several methods derived

from the list-wise selection strategy, conducted in conjunction with the generative

modeling paradigm.

Evaluation Measures

Loss ROUGE-1 ROUGE-2 ROUGE-L

0-1 0.466 0.336 0.409

SIM 0.482 0.359 0.435

KL 0.486 0.364 0.436

lection strategy conducted in conjunction with the generative modeling paradigm

(cf. Table 6.3). We speculate one possible reason is that the posterior probability

estimated by the discriminative modeling paradigm is already good enough, which

seems to overwhelm the added merit of using the various loss functions. However,

it can be found that MMR delivers an additional 2% absolute improvement over

SIM, which again highlights the importance of introducing the MMR concept into

the proposed risk-aware summarization framework.

6.3.2 Experiments on the List-wise Selection Strategy

To go a step further, we evaluate the utility of the list-wise selection strategy con-

ducted in conjunction with the generative modeling paradigm, and the correspond-

ing results are shown in Table 6.5. As can be seen, the list-wise selection strategy

consistently outperforms the sentence-wise selection strategy (cf. Table 6.2) even

under the assumption of uniformly distributed priors P (ψ). In the case of the 0-1

loss function, the selection of summary sentences relies solely on the list generative

probability. One can also see that the performance gaps between the 0-1 loss func-

tion and SIM (and between the 0-1 loss function and KL as well) are reduced to a

certain extent compared to that of the sentence-wise counterparts shown in Table

6.2.

The above results seem to demonstrate that the list-wise selection strategy
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overcomes the problem of suboptimal performance faced by most of the current

commonly-used sentence-wise selection strategies for extractive summarization. To

better understand why it outperforms the sentence-wise selection strategy, we fur-

ther analyze the average number of sentences respectively selected by these two

strategies subject to the same length constraint. We observed the list-wise selection

strategy selects about 5.05 sentences on average while the sentence-wise selection

strategy selects about 4.1 sentences into the summary under the same word length

constraint (i.e., 10% summarization ratio). In other words, these statistics reveal

that the list-wise selection strategy can, to some extent, avoid selecting verbose

sentences into the summary.

Furthermore, we compare our proposed summarization methods with a few ex-

isting summarization methods (cf. Tables 3.10 and 3.11). By and large, the evidence

accumulated so far seems to suggest that our proposed methods can provide sub-

stantial improvements over conventional summarization methods.

6.3.3 Experiments on Incorporating Extra Information Cues

In the �nal set of experiments, we further advance the proposed risk-aware summa-

rization framework by incorporating some extra information cues, including the use

of multiple recognition hypotheses and the use of more training data, for achieving

robust estimation of the sentence generative model and the loss function. Here, we

exploit the position speci�c posterior lattices (PSPL) to represent the spoken sen-

tences of a document to be summarized, since it achieved the best performance of

several mechanisms in the previous experiments. However, because there are only a

few words present in a spoken sentence, it is di�cult to make a reliable estimation

of the sentence generative model with the MLE criterion when adopting the gener-

ative modeling paradigm. We also use relevance model to produce a more accurate

estimate.

Taking the sentence-wise selection strategy as an illustration, Table 6.6 shows

the summarization results when respectively using the PSPL and RM cues and with

some speci�c settings of the sentence prior model and the loss function. Comparing

to the results (with the same corresponding settings) shown in Tables 6.2 and 6.3, it
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Table 6.6: The summarization performances achieved by several methods derived

from the sentence-wise selection strategy, conducted in conjunction with the gener-

ative modeling paradigm and some extra information cues.

Evaluation Measures

Cues Prior Loss ROUGE-1 ROUGE-2 ROUGE-L

PSPL Uniform 0-1 0.352 0.198 0.285

BC 0-1 0.444 0.313 0.387

RM Uniform 0-1 0.389 0.236 0.327

BC 0-1 0.486 0.365 0.426

Table 6.7: The subjective evaluation for the automatic summaries generated by the

BC summarizer and the proposed method.

BC Proposed Method

Informativeness
3.59

(0.25)

4.09

(0.18)

Readability
3.43

(0.30)

3.57

(0.24)

turns out that incorporating these two kinds of information cues provides additional

performance gains for speech summarization. We may thus expect that exploring

more extra information cues and sophisticated modeling paradigms, such as rhetor-

ical information and topic modeling, to name a few, will enhance the component

models of the proposed risk-aware summarization framework.

6.3.4 Subjective Assessment

We also evaluate the summarization results obtained by the BC summarization

method and the proposed summarization method (i.e., conducting the list-wise se-

lection strategy in conjunction with the generative modeling paradigm and with the
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KL loss function) by using the Mean Opinion Score (MOS) test. Six graduate stu-

dents were invited to evaluate the automatic summaries, and reference transcripts

were provided. They were asked to judge the informativeness and readability of

automatic summaries by assigning scores ranging from 1.0 to 5.0, where 5.0 rep-

resents the best rating and 1.0 represents the worst rating. The average results

of the subjective evaluation are shown in Table 27, where the numbers shown in

parentheses are the associated standard deviations of the scores. We can see that

the quality of the proposed method is better than BC in terms of informativeness

of automatic summaries. On the other hand, there is no di�erence in the average

readability scores with the two methods. One possible explanation is that sum-

mary sentences are simply presented in the summary according to their original

order in the document without any further post-processing (e.g., reparagraphing or

rephrasing). Clearly, this would have an adverse impact on the readability of the

summaries.

6.4 Summary

In this chapter, we have presented a risk-aware modeling framework for extrac-

tive speech summarization, which has the capability to select summary sentences

in a sentence-wise manner or in a list-wise manner, in conjunction with a genera-

tive modeling paradigm or a discriminative modeling paradigm. Furthermore, we

have demonstrated how to systematically integrate several existing summarization

methods into the proposed framework. The empirical results show that our pro-

posed methods substantially boost summarization performance when compared to

a number of popular summarization methods. It is worth emphasizing that the

list-wise selection strategy conducted in conjunction with the generative modeling

paradigm achieved the best results for speech summarization using either the man-

ual transcripts or the speech recognition transcripts of spoken documents. How to

implement the list-wise selection strategy more e�ciently would be worthy of future

investigation.





Chapter 7

Applications

7.1 Improving the Informativeness of Verbose Queries

Query-by-example information retrieval, which attempts to retrieve relevant docu-

ments when users provide some speci�c query exemplars describing their information

needs, has gained considerable attention in recent years (Chen et al., 2004b; Chia

et al., 2008). This task is especially useful for news monitoring and tracking, where

the user can take an entire newswire story in text form as a query to retrieve relevant

radio news stories in audio form from a spoken document collection. Alternatively,

one may also take an audio clip of interest to retrieve other related audio clips.

Although query-by-example information retrieval o�ers the users a �exible but ef-

�cient way to describe their information needs, some extraneous terms contained

within the exemplars would sometimes deteriorate the retrieval performance.

In recognition of this problem, considerable research e�orts have been devoted

to improving the informativeness of the verbose queries. For example, Bendersky

and Croft applied supervised machine learning techniques to identify and re-weight

all index terms in the verbose queries (Bendersky and Croft, 2008). Lease et al.

presented a similar idea by using a regression based approach to re-weight index

terms (Lease and Allan, 2009). Kumaran and Carvalho analyzed all term subsets,

also referred to as sub-queries, extracted from the original query. A set of query-

quality predictors associated with each sub-queries was created after the analysis.

The machine learning techniques were then leveraged to select the most informative

sub-queries in place of the original verbose query (Kumaran and Carvalho, 2009).

Also worth mentioning is that Kumaran and Allan demonstrated an interactive tech-

nique to help the users drop extraneous terms (or o�-topic information) e�ciently
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when forming the query (Allan, 2007).

Most of the above studies used supervised learning strategies to re-weight or to

select informative query terms from the verbose query. In general, such techniques

require highly-annotated training queries associated with relevant/irrelevant docu-

ments for model training, as well as a set of prede�ned features as query-quality

predictors that characterize the importance of each query term. Normally, the

annotating procedure in supervised learning is both time-consuming and tedious.

Another potential de�ciency for such supervised learning strategies is the lack of

generalization capability, making them not readily applicable to new tasks or do-

mains. Therefore, the principal goal here is to explore possible ways for improving

the informativeness of verbose queries for SDR without recourse to supervised train-

ing or specialized linguistic expertise. We treat the reduction of a verbose query as

a summarization task where a set of informative sentences is selected from the orig-

inal input query, hypothesizing that the selected summary sentences can succinctly

re�ect the main topic of the query and thus have a positive impact on the following

retrieval process.

7.1.1 Retrieval Model

The retrieval model used in this dissertation is as the same as the summarization

model described in Chapter 4. The document-ranking criterion is based on the

KL-divergence measure which measures the probability distance between the query

model and the document model, rather than the likelihood of all query words being

generated by the document model (Zhai, 2008). To calculate the KL-divergence for

a query and a document, two di�erent language models are involved: one for the

query and the other for the document. We assume that words in the query are

simple random draws from a language distribution describing some topic of interest,

and words in the document that is relevant to the query should also be drawn from

the same distribution. Hence, we can use KL-divergence to quantify how close the

query Q and the document D are: the closer the document model P (w|θD) to the

query model P (w|θQ), the more likely the document would be relevant to the query.

The divergence of a document model θD with respect to a query model θQ is de�ned
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by

KL(θQ‖θD) =
∑
w∈V

P (w|θQ)× log
P (w|θQ)

P (w|θD)
, (7.1)

where w denotes a speci�c word in the vocabulary set V; and a document D has

a smaller value (or probability distance) in terms of KL(θQ‖θD) is deemed to be

more relevant. Then, the relevant documents can be ranked in accordance with

their corresponding divergences to the query.

7.1.2 Sentence-based Query Reduction

For improving the informativeness of verbose queries, we explore the use of extractive

summarization techniques to achieve better query formulations. For the purpose of

summarizing a verbose query exemplar Q, we also use the KL-divergence measure

(cf. Chapter 4) to quantify how close the query Q and one of its sentences S

are: the closer the sentence model θS to the query model θQ, the more likely the

sentence would be part of the summary. A straightforward way to improve the

informativeness is to use summarization techniques to select the summary sentences

(or the sub-queries) of a given verbose query exemplar and take the summarization

result (or resulting sub-queries) as a length-reduced query Q̂ to replace the original

verbose query Q for document ranking (cf. (7.1) in the retrieval process. However,

this means we implicitly assume that each summary sentence is equally important.

In order to emphasize the salient summary sentences, we approximate the document-

ranking function expressed in (7.1) by

KL(θQ‖θD) =
∑
Si∈SQ

weight(Si)×KL(θSi‖θD), (7.2)

where SQ denotes the length-reduced query Q̂ and Si is one of the extracted sum-

mary sentences. The weighting factor weight(Si) is given by

weight(Si) =
exp(−KL(θQ‖θSi))∑

Sj∈SQ exp(−KL(θQ‖θSj ))
. (7.3)

7.1.2.1 Experimental Results

We used the Topic Detection and Tracking (TDT-2) collection for this work. TDT

is a DARPA-sponsored program where participating sites tackle tasks such as iden-
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Table 7.1: Statistics for TDT-2 collection used for spoken document retrieval.

# Spoken documents
2,265 stories

46.03 hours of audio

# Distinct test queries
16 Xinhua text stories

(Topics 20001 20096)

Min. Max. Med. Mean

Document length

(in characters)
23 4841 153 287

Length of Verbose query

(in characters)
183 2623 329 533

Length of short query

(in characters)
8 27 13 14

# Relevant documents per

test query

2 95 13 29

tifying the �rst time a news story reported a given topic, or grouping news stories

with similar topics from audio and textual streams of newswire data. Both English

and Mandarin Chinese corpora have been studied in the recent past. The TDT

corpora have also been used for cross-language spoken document retrieval (CLSDR)

in the Mandarin English Information (MEI) Project. More speci�cally, we used

the Mandarin Chinese collection of the TDT corpora for the retrospective retrieval

task, such that the statistics for the entire document collection were obtainable.

The Chinese text news stories from Xinhua News Agency were compiled to form

the test queries (or query exemplars). Moreover, we extracted the title �eld of text

news stories as the short queries for comparison purpose. The Mandarin audio news

stories from Voice of America news broadcasts are used as the spoken documents.

All news stories are exhaustively tagged with event-based topic labels, which merely

serve as the relevance judgments for performance evaluation. Table 7.1 shows basic

statistics of the corpus.

To assess the recognizer performance, we spot-checked a fraction of the spo-
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Table 7.2: Baseline retrieval results (in MAP) achieved by di�erent retrieval models.

Query Type ULM DTM WTM

Verbose Queries 0.562 0.590 0.573

Short Queries 0.293 0.407 0.351

ken document collection (approximately 39.90 hours). The error rates for word,

character and syllable are 35.38%, 17.69% and 13.00%, respectively. In the follow-

ing, unless otherwise stated, the SDR experiments are carried out with the speech

recognition transcripts of the spoken document collection. The retrieval results are

expressed in terms of non-interpolated Mean Average Precision (MAP) following the

TREC evaluation.

The baseline retrieval results using the ULM (cf. (4.3)), DTM (cf. (4.10)) and

WTM (cf. (4.18)) are shown in Table 7.2. It is worth mentioning that, throughout

this chapter, all summarization and retrieval models are trained without supervision.

The number of topics used for DTM and WTM is set to 32, a value which was

empirically determined from our previous experiments. Looking at Table 7.2, we see

that the retrieval performance of ULM (the literal term matching strategy) with the

original verbose query exemplars is 0.562. However, when the short queries (i.e., the

title �elds of the original query exemplars) are being used, the retrieval performance

drops dramatically to 0.293, leading to a relative performance degradation of 45%

as compared to retrieval using the original query exemplars. Further, by using the

original verbose query exemplars, the baseline retrieval results for WTM and DTM

are 0.59 and 0.573, respectively. These results are better than that of ULM; WTM

and DTM also outperform ULM while using the short queries. We would expect,

therefore, that WTM and DTM will still achieve consistent improvements over ULM

when other extra information cues are properly incorporated.

We now evaluate the utility of employing the extractive summarization tech-

nique in improving the informativeness of the verbose query exemplars. The experi-

ments are designed to compare the retrieval performance of using the length-reduced

queries (or resulting sub-queries) under various summarization ratios. The summa-
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Figure 7.1: Retrieval results (in MAP) achieved by ULM with respect to di�erent

summarization ratio

rization ratio is de�ned as the ratio of the number of sentences in the length-reduced

queries to that in the original verbose queries. To this end, we �rst summarized the

original verbose queries under di�erent summarization ratios ranging from 10% to

90%, increment iteratively by 10%. Then, we obtained associated retrieval results

by using the ULM retrieval model, as illustrated in Figure 7.1. From this �gure, we

can see that the best result is achieved when the summarization ratio is set to 90%

(the corresponding retrieval performance is 0.576). This optimum setting demon-

strates around 1% absolute (or 2.5% relative) performance improvement over the

baseline result.

If we analyze the average length of the length-reduced queries subject to the

constraint of 90% summarization ratio, it can be found that roughly 70 Chinese

characters are discarded due to extractive summarization, as compared to the av-

erage length of the original verbose queries (cf. Table 7.1). Even with fewer query

terms, the length-reduced query exemplars achieve better retrieval performance.

While examining the retrieval result under the extreme case of a 10% summariza-

tion ratio, the retrieval performance is still better than using the short queries. The

average length of the length-reduced queries is decreased to approximately 25 char-

acters. This result demonstrates that the summarization technique can indeed help
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Table 7.3: Retrieval results (in MAP) achieved by applying the sentence-based

summarization technique with respect to di�erent retrieval models.

Query Type ULM DTM WTM

Stop Word Removal 0.553 0.596 0.580

Summarized Queries 0.576 0.611 0.590

to retain the most useful information cues regarding the topic of interest, and thus

boost the retrieval performance.

In the next set of experiments, we evaluate the performance of the DTM and

WTM retrieval models conducted with the proposed length-reduced queries and the

widely used stop word removal method. The summarization ratio is set to 90%

following the best setting of ULM. As indicated in Table 7.3, DTM and WTM also

yield 1% to 2% absolute performance improvement as compared to retrieval using the

original verbose queries. These results again con�rm our postulation that extracting

salient sentences from the original verbose queries is useful for improving the retrieval

performance. We have also explored combining our proposed method with the

stop word removal method; however, only slightly improvements are observed. One

possible reason is that the background model used in the retrieval model in some

sense functions as a mechanism for de-emphasizing the contributions of stop words

made to document ranking.

7.1.3 Term-based Query Reduction

A potential drawback of the proposed method is that is that extraneous terms

might still remain in the reduced queries since the method takes sentences as the

summarization unit. In order to overcome this drawback, we made an attempt at

extending �sentence-based � query reduction to �term-based �. Then, for each query

exemplar Q, we construct a network composed of all of its query terms where each

node vi represents a query term and the associated weight of each link eij represents

the topical similarity relationship between two distinct query terms vi and vj .
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Due to the insu�ciency of contextual information or lexical evidence carried

by a single query term, it would be very di�cult to assess the topical similarity

relationship between any pair of query terms. We adopted the latent semantic

analysis (LSA) technique to estimate term similarity in latent semantic space. To

this end, we represent the whole document collection to be retrieved as an N ×M

word-document co-occurrence matrix where N is the vocabulary size and M is the

number of documents in the collection. Then, Singular Value Decomposition (SVD)

is conducted on the co-occurrence matrix featured with the term-frequency statistics.

Each row vector ~uj of the resulting left singular matrix is taken as the term semantic

vector for a particular query term wi. By doing this, we can use those term semantic

vectors to measure the similarity degree between any two terms.

After constructing the conceptualized network, the LexRank algorithm (Erkan

and Radev, 2004) is then applied to obtain an association score for each query term,

which will be leveraged to determine the term's importance later. A query term

with a higher association score means that it is highly similar to others and it no

doubt should be retained in the reduced query. On the other hand, a query term

that is highly dissimilar to others (i.e., with a very low association score) should also

be retained in the reduced query since its meaning role is not represented by other

terms. In other words, we can de�ne two thresholds (in accordance with the ratio of

the length of the reduced query to that of the original one) to discard those query

terms with middle-range scores, but instead keep those terms having the highest or

the lowest scores. The rationale behind the method is that those query terms having

higher associations with others can increase the recall, while the precision can be

improved by retaining those query terms with much lower association scores.

Even though we have already developed an algorithm to automatically derive

the association score for each query term, we still lack a mechanism to automatically

determine the thresholds for term selection e�ectively. Intuitively, an ideal query

should re�ect the user's information need as much as possible, so as to distinguish

the relevant documents from the irrelevant ones. According to the information

theory, we take the entropy measure as an indicator to assess the informativeness

of a length-reduced query. If the query contains ample information, it will result
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in a high entropy value; otherwise, it will have a low entropy value. To realize this

intuition, we �rst de�ne the discrimination power I(q) of each query term q:

I(q) =
IDFq × c(q, Q̂)∑

q′∈Q̂ IDFq′ × c(q′, Q̂)
, (7.4)

where IDFq is the inverse document frequency of the query term q, which penalizes

q if it is common in the document collection; and c(q, Q̂) is the number of times that

q occurs in the length-reduced query Q̂. We then employ the following equation to

select one of the possible reduced queries Q̂∗ that is the most informative:

Q̂∗ = arg max
Q̂∈ΨQ

[
−
∑
q∈Q̂

×I(q)logI(q)
]

(7.5)

where ΨQ denotes the set of all possible length-reduced queries for a verbose query

Q (i.e., the candidates that are obtained by varying the selection thresholds). We

expect that the Q̂∗ will be e�ective in discriminating the relevant documents from

the irrelevant ones.

7.1.3.1 Experimental Results

The experimental setup is similar to that described in Section 7.1.2.1. We took

the ULM and DTM as two examples to verify the utility of the �term-based� query

reduction method. The �rst experiments are designed to investigate the impact of

di�erent threshold settings made to the retrieval performance. To get to this point,

we empirically set two di�erent thresholds, each ranging from 10% to 50%, by an

increments of 10%, for selecting the query terms that have both the highest and

the lowest associations with others. For example, we can select the query terms

that have the highest associations and constitute 40% of the original query, while

simultaneously selecting the terms that have the lowest associations and constitute

30% of the original query, to form a length-reduced query. The best results are

shown in the �rst row of Table 7.4 (denoted by �Manual�). This optimum setting

demonstrates around 1-3% absolute performance improvement over the baseline re-

sult shown in Table 7.2. If we further analyze the average length reduction rate of

the resulting length-reduced queries with the optimum setting, we �nd that a reduc-

tion rate ranging from 10% to 30% can be achieved while yielding better retrieval
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Table 7.4: Retrieval results (in MAP) achieved by applying the term-based summa-

rization technique with respect to di�erent retrieval models.

Selection Criterion ULM DTM

Manual 0.584 0.628

Automatic 0.586 0.633

performance. Put another way, even with fewer query terms, the length-reduced

query exemplars still achieve better retrieval performance than the original ones.

It should be noted here that unlike the conventional summarization tasks that aim

at compressing the document length, the main purpose of this work is to improve

the informativeness of the verbose queries (or, more speci�cally, the �nal retrieval

performance). Therefore, the reduction rate is not a main concern of this research.

As is evident from the retrieval results, the �term-based� query reduction method

indeed can help to retain the most useful information cues regarding the topic of

interest, and thus boost the retrieval performance.

In the next set of experiments, we utilize 7.5 to automatically determine the

thresholds for informative term selection, and the corresponding results are illus-

trated in the second row of Table 7.4 (denoted by �Automatic�). As can be seen,

using the �entropy-based� selection approach (cf. (7.5)) yields even better retrieval

performance than that presented in the previous set of experiments. One possible

explanation is that the two thresholds used in the previous set of experiments are,

respectively, set to identical values (e.g., set to correspond to length reduction ra-

tios of 10%, 20%, etc., for the query terms that have the highest associations with

others) among all query exemplars, while the �entropy-based� selection approach

has the ability to automatically adjust the thresholds according to the information

carried by each individual query exemplar. It is worth mentioning that each query

exemplar thus will have a di�erent length reduction rate. On average, each length-

reduced query contains about 315 characters (or, equivalently, achieves a length

reduction rate of 35%). From Table 7.4, it can be seen that the best retrieval re-

sults are obtained by pairing the length-reduced queries with DTM. As compared
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to the baseline results obtained by using the original verbose query exemplars with

DTM, it gives about a 10% MAP relative improvement. Then, when analyzing the

correlation between the entropy value and the retrieval performance, we �nd that

the corresponding correlation coe�cient value is about 0.60; this suggests that the

entropy measure could be used as an indicator for choosing the informative length-

reduced queries. Finally, we compare the �term-based� query reduction method with

the �sentence-based� query reduction method (cf. the second row of Table 7.3): we

can see that the �term-based� query reduction method substantially outperforms

the �sentence-based� query reduction method.

7.1.4 Summary

In this section, we have proposed a �sentence-based� and a �term-based� query reduc-

tion method to improve the informativeness of verbose query exemplars for spoken

document retrieval. We have also presented an �entropy-based� selection criterion

to compose the reduced queries automatically. Signi�cant improvements in retrieval

e�ectiveness seem to verify the utility of the proposed method. A striking feature

of our proposed methods is that no supervised training is required. Possible future

research directions include: 1) integrating the retrieval model or the summariza-

tion model with more elaborate representations of the speech recognition output, 2)

comparing the proposed method with other supervised query reformulation methods

for large scale SDR tasks and 3) applying the proposed reduction method to other

retrieval stages such as relevance feedback.

7.2 The Prototype Lecture Browser System

We have implemented an automatic lecture browser system by integrating auto-

matic speech recognition, speech summarization and spoken document retrieval

techniques. The system allows the user to navigate and search for a particular

lecture he/she is interested in. The goal is to enable students to more e�ectively

disseminate audio and video recordings of lectures. The example lectures used in

this system were recorded during the �Introduction to Probability� course in Spring
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Figure 7.2: The basic user interface of the lecture browser

2009 at the Department of Computer Science and Information Engineering National

Taiwan Normal University. The lecture browser is implemented in the conventional

client-server application which consists of a web client for user interactions and a web

server to respond to user requests. The web server was developed using Java Server

Pages (JSP), which are easily incorporated with HTML and JavaScript technologies

while the web client can be any kind of web browser.

The basic user interface of the lecture browser is shown in Figure 7.2. The user

interface consists of:

1. Course Tree Panel (left): This tree contains all lectures arranged by lecture

dates. When the user selects one, its video and transcripts will be displayed in

the Media Panel. The associated summary will also be shown in the Summary

Panel.

2. Media Panel (top-right): This panel is used to display the video of the
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Figure 7.3: The search user interface of the lecture browser

currently selected lecture as well as its speech transcripts.

3. Summary Panel (bottom-right): This panel shows the automatic sum-

mary generated from the lecture. It also allows users to play they summary

sentences (or audio segments)of selected lectures.

The user can also type a text query to the browser to retrieve the descried

lectures from the lecture database. The system will process the query and return

a list of matched documents to the user. The user clicks on a link to watch the

corresponding lecture. The search interface is shown in Figure 7.3.





Chapter 8

Concluding Remarks and Future

Work

8.1 Concluding Remarks

In this dissertation, we addressed several issues facing in speech summarization, and

discussed them from several aspects: features, models and applications. Empirical

experiments on various tasks demonstrate the utility of our proposed methods.

For the features aspect, we investigated two compact recognition hypothesis rep-

resentations, namely, confusion network (CN) and position speci�c posterior lattice

(PSPL), to robustly represent the confusing portions of the spoken documents or

sentences in contrast to conventional methods that apply a summarization algorithm

to 1-best ASR transcripts. The corresponding results show that summarization us-

ing either CN or PSPL method indeed provides substantial performance boosts over

the 1-best ASR transcripts.

For the models aspect, we made three contributions. First, we presented an un-

supervised KL-divergence summarization method that uses informational cues to

diminish the negative e�ects caused by speech recognition errors. We demonstrated

the advantages of incorporating relevance and topical cues to get more accurate es-

timations of the document or sentence models employed in the KL-divergence sum-

marization method. Second, we investigated various kinds of training criteria for

training a supervised speech summarizer. One is to learn the classi�cation capability

of a summarizer on the basis of the pair-wise ordering information of sentences in a

training document, according to degree of importance. The other is to train the sum-

marizer by directly maximizing the associated evaluation score. We also investigated
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two discriminative training criteria, namely maximum relevance estimation and min-

imum ranking loss estimation, for training the summarization model. The proposed

training algorithms not only deal with the imbalanced-data problem, but also learn

the ranking capability of a summarizer according to degree of importance of training

instances. The e�ectiveness of the proposed methods is extensively veri�ed by con-

ducting a series of experiments. Third, we formulated speech summarization as a

decision-making (i.e., risk minimization) problem. Then, we proposed a risk-aware

modeling framework that naturally combines supervised and unsupervised summa-

rization models. Various loss functions and modeling paradigms were introduced,

providing a principled way to render the redundancy and coherence relationships

among sentences and between sentences and the whole document, respectively. Two

variants of the implementation of speech summarization, i.e., sentence-wise selection

strategy and list-wise selection strategy, are thoroughly discussed as well. Mean-

while, we also illustrated how the proposed framework can unify several existing

summarization methods. We believe that this initial attempt provides a new avenue

for future research on speech summarization.

For the applications aspect, we demonstrated how to integrate summarization

techniques into the retrieval process to improve the retrieval performance of using

verbose queries. The original verbose query is �rst divided into several sub-queries

or sentences. To construct a new concise query, summarization techniques are then

employed to select the most salient subset of sub-queries; the corresponding results

show such an attempt is indeed e�ective and promising. Furthermore, we have also

implemented an automatic lecture browser system by integrating automatic speech

recognition, speech summarization and spoken document retrieval techniques.

8.2 Future Work

In this dissertation, several critical issues in speech summarization have been thor-

oughly addressed. However, there are still a large number of related issues that need

to be explored in extension of this work. The following is a list of some interesting

directions for future research.
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• Developing an automatic document/sentence segmenter: In this dis-

sertation, all spoken documents to be summarized were segmented and labeled

manually. A broadcast news program or a lecture recording is usually longer

than 30 minutes, and it would not feasible to segment such a large amount of

speech materials by hand. Furthermore, the spoken sentence boundaries in

this dissertation were simply determined by speech pauses which might not

always be reliable. Therefore, it is highly desired to develop an automatic

segmentation technique that not only can divide the stream of speech into

topic-based (or story-based) segments but also can break each of them into

meaningful summarization units (or sentences).

• Exploiting unsupervised/semi-supervised summarization model

training: Supervised summarizers usually perform better than unsupervised

summarizers. However, they are subject to several limitations, including the

need for document-reference summary pairs for model training or task mi-

gration. In recognition of these problems, considerable research e�orts have

been made in the recent past. For example, Zhang et al. (2009) explore an

active learning method, which selects a small number of representative train-

ing examples for the labeling process, to reduce manual annotation overhead

(Zhang et al., 2009). Xie et al. (2010) also investigate the co-training method

to label large amount of unlabeled data with a small amount of seed data

for semi-supervised speech summarization (Xie et al., 2010). On the other

hand, unsupervised summarizers usually consider the relevance of a sentence

to the whole document or the other sentences in the document, which might

be more robust across di�erent summarization tasks. Hence, one possible fu-

ture challenge would be to investigate the use of unsupervised summarizers to

improve the performance of supervised summarizers under the condition that

the hand-crafted document-reference summary pairs are not readily available.

• Exploring more information-rich cues: Since spoken sentences are usu-

ally quite short and may lead to erroneous speech transcripts, and, require

more statistical evidence from other information cues to enhance their seman-
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tic expressiveness. The experimental results shown in Section 4.3.2 �rmly

supported the claim that incorporating extra information cues, such as rele-

vance information or topical information, will provide better model estimation

and lead to better summarization quality. Consequently, another possible re-

search direction might be to explore more information cues to enhance the

model estimation for the KL-divergence summarization method.

• Moving from extractive to abstractive: Although some extrinsic evalu-

ations have shown the utility of extractive summaries for document browsing

(Murray et al., 2009), we can see that the readability of such type of summaries

is quite low (cf. Table 6.7). The major reason is that simple concatenation

of summary sentences does not take into account the cohesion (i.e., gram-

matical links) and coherence (i.e. appropriate combination of communicative

functions) of groups of summary sentences. More recently, Murray et al.

(2010) proposed a three-stage (i.e., interpretation, transformation and gener-

ation) approach for abstractive meeting summarization. They �rst mapped

input sentences to a meeting ontology and generated messages over multiple

sentences. Then, they selected the most informative messages through an

ILP optimization approach and �nally generated a text which describes all of

the selected messages. The user study showed that their automatic abstrac-

tive summaries performed very well in comparison with human annotated

extractive summaries, particularly in regard to human readability, coherence

and usefulness (Murray et al., 2010). This may open a possible direction for

abstractive summarization.
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